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Abstract. Accurate identification of IoT devices is essential for network management and security enforce-
ment in increasingly heterogeneous environments. Existing fingerprinting approaches rely on static subspace 
modeling and shallow fusion strategies, which limit their adaptability and discriminative power. In this paper, 
we propose A-IDFE (Adaptive IoT Device Fingerprint Extraction), a novel deep learning framework that en-
hances fingerprint robustness, adaptability, and generalization for device identification. A-IDFE introduces (a) 
a unified encoder with adaptive channel attention to capture heterogeneous traffic subspaces efficiently, (b) a 
Transformer-based fusion module that models cross-subspace dependencies, (c) a discriminative embedding 
learning objective using ArcFace to improve inter-class separability, and (d) a robustness-aware training strat-
egy incorporating perturbation and adversarial augmentations. Extensive experiments on public and private 
IoT datasets demonstrate that A-IDFE outperforms existing methods in both identification accuracy and ro-
bustness against noisy, adversarial, and cross domain conditions, making it a promising solution for practical 
IoT device fingerprinting. 
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1   Introduction

The Internet of Things (IoT) has emerged as a transformative paradigm for the future of networking, extending 
connectivity from conventional computing devices to a vast array of physical objects [1-3]. While the prolifera-
tion of IoT devices has significantly enhanced convenience and automation, it has also introduced critical secu-
rity and management challenges [4-6]. Alarmingly, nearly two-thirds of enterprises lack sufficient visibility into 
the IoT devices operating within their internal networks, leaving network administrators unaware of basic infor-
mation such as device identities, types, and behavioral patterns.

To ensure the security of IoT infrastructures, visibility-the ability to discover, classify, and monitor devices-is 
fundamental. This capability encompasses three essential components: (a) Device discovery, which involves 
passively analyzing or actively scanning network traffic to extract identifiers such as MAC or IP addresses; 
(b) Device classification, mapping identifiers to semantic categories (e.g., recognizing an unknown device as a 
surveillance camera); and (c) Behavioral monitoring, which entails continuous analysis of network behavior to 
detect abnormalities or malfunctions. In increasingly heterogeneous IoT environments, such visibility is a prereq-
uisite for effective security governance and anomaly response.

Among various identification techniques, network traffic analysis has become one of the most practical and 
widely used approaches [7]. Network traffic is easy to capture and contains rich protocol and behavioral features, 
making it a valuable data source for IoT device fingerprinting. The term network traffic fingerprint refers to a set 
of representative and discriminative features derived from IoT communication behavior, reflecting properties 
such as protocol implementation, hardware variation, and traffic patterns [8-10]. These fingerprints support a va-
riety of tasks, including device type, model, and instance identification, as well as anomaly detection. Moreover, 
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they play a crucial role in applications such as asset inventory [11], vulnerability discovery [12-14], authentica-
tion [15], and attack detection [16-18].

Despite notable advances in the field [19-20], existing research faces several key limitations:
(1) Heavy reliance on handcrafted feature engineering: Many methods depend on multi-layer protocol 

fields, statistical descriptors, and expert knowledge, requiring large volumes of traffic for reliable analysis. These 
designs are computationally intensive, limit real-time applicability, and may raise privacy concerns due to sensi-
tive feature exposure.

(2) Underutilization of low-cost primitive features and temporal modeling: Simple features such as packet 
length and direction offer broad applicability, yet most prior works rely on aggregated statistics or histograms, 
overlooking the temporal sequences they naturally form. This shallow treatment hinders the modeling of nuanced 
device behaviors.

(3) Severe data imbalance due to heterogeneous device activity: Real-world networks exhibit non-uniform 
traffic volumes across devices. Such imbalances-caused by varying activity levels or bursty patterns-degrade 
model performance and make accurate identification of rare or silent devices challenging.

(4) Lack of generalization in open-world scenarios: Most studies operate under closed-world assumptions, 
where all devices in the test set are included in the training phase. However, IoT deployments are dynamic, and 
models must be capable of identifying previously unseen devices. The lack of adaptability to unknown classes 
limits real-world applicability. 

To address these challenges, we propose A-IDFE (Adaptive IoT Device Fingerprint Extraction), a novel 
framework designed to enhance adaptability, discriminative capability, and robustness in IoT device identifica-
tion. The key innovations of A-IDFE are as follows:

(1) Adaptive Feature Encoding: We employ a unified convolutional encoder shared across subspaces, integrat-
ed with a squeeze-and-excitation (SE) module for channel wise feature calibration, enabling adaptive and param-
eter efficient representation learning.

(2) Transformer-based Subspace Fusion: To capture complex dependencies among feature subspaces, we in-
troduce a Transformer encoder that enables deep context modeling and global feature aggregation.

(3) Angular-margin Discriminative Learning: We replace the center loss with ArcFace, which imposes angu-
lar margin constraints to enforce tighter intra-class clustering and wider inter-class separation in the embedding 
space.

(4) Robustness-aware Training Strategy: We augment the training process with perturbation-invariant prepro-
cessing, adversarial example injection, and cross-domain consistency regularization to improve resilience under 
real world noise and attacks.

The remainder of the paper is laid out as follows: Section 2 reviews existing methods for IoT device identi-
fication, including rule-based, traditional machine learning, and deep learning approaches. Section 3 details the 
proposed AIDFE framework, covering session construction, multi-layer feature extraction, Transformer-based 
feature fusion, discriminative loss design, and robustness-oriented training strategies. Section 4 presents the ex-
perimental setup, datasets, and evaluation metrics, followed by a comprehensive comparison with baseline meth-
ods. Section 5 discusses the experimental results, including accuracy, robustness, and generalization analysis 
across multiple datasets.

2   Related Works

With the growing deployment of Internet of Things (IoT) devices, identifying such devices has become a key 
concern in both academic research and industrial practice, particularly for ensuring network protection, man-
aging digital assets, and detecting anomalies. Numerous techniques have been introduced to extract behavioral 
signatures from network traffic, commonly referred to as fingerprints, enabling precise device recognition. These 
techniques generally fall into three categories: heuristic rule-driven methods, classical machine learning algo-
rithms, and deep learning-based approaches. In what follows, we summarize and evaluate representative work in 
each category, discussing their respective advantages, drawbacks, and relevance to our study.
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2.1   Rule-Based Methods 

Rule-based approaches rely on manually defined heuristics or traffic signatures to identify IoT devices. These 
methods typically extract specific protocol fields, timing patterns, or statistical properties as fixed rules to match 
against known device behaviors [21]. For example, Costa et al. [22] proposed an explainable rule-based frame-
work to detect behavioral anomalies in smart devices. Their method leverages predictive association modeling 
to identify abnormal patterns and offers interpretable classification results suitable for security monitoring in IoT 
environments. Nespoli et al. [23] proposed a dynamic rule-based solution tailored for IoT environments, which 
adapts to the current network context to proactively mitigate cyberattacks. Their approach significantly reduced 
resource consumption while improving device protection and scalability.

Such techniques are lightweight and interpretable, and are often applied in small-scale or static network envi-
ronments. However, they are sensitive to noise and lack adaptability to dynamic behaviors or unknown devices, 
which limits their applicability in large-scale, heterogeneous IoT deployments.  

2.2   Traditional Machine Learning Methods

Traditional machine learning (ML) techniques, such as Decision Trees, Random Forest (RF), Support Vector 
Machines (SVM), and K-Nearest Neighbors (KNN), have been widely applied to IoT device identification [4, 
16-17].

These models typically require feature engineering to extract statistical patterns or protocol attributes from 
network flows or sessions, followed by supervised classification. Samuel et al. [24] introduced the AuDI ap-
proach, which begins by capturing periodic characteristics within IoT traffic patterns, followed by applying a 
K-Nearest Neighbor (KNN) algorithm for device classification. In a separate effort, Duan et al. [25] developed 
a practical identification framework named BYTEIOT that leverages the frequency patterns of distinct packet 
lengths as input features and utilizes KNN for distinguishing devices. Similarly, Rajarshi et al. [26] designed a 
traffic-based fingerprinting method, where four statistical indicators from two device-specific feature groups are 
identified through analysis, and a Random Forest model is adopted to perform supervised classification. Cruz et 
al. [27] applied XGBoost to analyze anomalous traffic patterns for detecting compromised IoT devices, demon-
strating particular effectiveness in identifying replication attacks in smart transportation scenarios.

While ML models offer better generalization than rule-based methods and can handle larger-scale data, their 
performance heavily depends on feature quality and labeled data availability.

2.3   Deep Learning-Based Methods

With the success of deep neural networks in various pattern recognition tasks, deep learning (DL) techniques 
have been increasingly adopted for IoT device identification. These methods enable automated feature extraction 
from raw traffic data and often outperform traditional machine learning models, particularly in large-scale or 
dynamic environments [3, 8, 15]. However, DL-based approaches typically demand substantial computational 
resources and large volumes of labeled data. Furthermore, they may suffer from limited interpretability and are 
vulnerable to performance degradation under class-imbalanced conditions [5].

To complement the capabilities of DL and explore more practical deployment strategies, several recent works 
have investigated both supervised and semi-supervised learning models. Kumar et al. [28] conducted a com-
prehensive experimental study involving Decision Trees, Random Forest, and Support Vector Machines for IoT 
traffic classification. Their evaluation, based on 20 device types and metrics such as accuracy, speed, and training 
cost, offers valuable guidance for algorithm selection in real-world scenarios. To overcome the limitations of 
static supervised models, Fan et al. [29] introduced AutoIoT, a semi-supervised identification framework that can 
automatically adapt to new device types with minimal labeled data. The framework demonstrates strong adapt-
ability to evolving environments and achieves high accuracy even under low label conditions. In addition, Wang 
et al. [30] proposed a machine learning-assisted identification pipeline encompassing traffic collection, feature 
extraction, data labeling, and classification. Their system evaluated multiple supervised models and achieved up 
to 79% accuracy in identifying various IoT devices within a controlled testbed.
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3   Proposed Framework

In this section, we introduce A-IDFE, an Adaptive and Robust Deep Fingerprinting framework for IoT device 
identification based on network traffic. The proposed framework is designed to address the challenges of low-
cost feature utilization, generalization under open-world scenarios, and robustness against traffic noise and imbal-
ance. As illustrated in Fig. 1, A-IDFE consists of four key components: (a) Adaptive Feature Encoding, which 
employs a shared encoder and channel-wise attention to extract informative representations from heterogeneous 
protocol subspaces; (b) Transformer-based Cross-Subspace Fusion, which models cross-subspace dependen-
cies and temporal behaviors through multi-head self-attention; (c) Discriminative Embedding Learning, which 
jointly optimizes ArcFace loss and cross-entropy to enhance intra-class compactness and inter-class separability; 
and (d) Robustness-Aware Training Strategy, which integrates adversarial augmentation, protocol-level pertur-
bation, and cross-domain consistency regularization to improve model generalization under noisy and heteroge-
neous traffic conditions.

Fig. 1. Overview of the proposed A-IDFE framework for IoT device identification

The remainder of this section elaborates on each component in detail, highlighting how they contribute to the 
framework’s adaptability, scalability, and identification performance in complex IoT environments.

3.1    Traffic Data Processing

(1) Sessionization: Sessionization is a crucial step in network traffic analysis, as it transforms captured net-
work packets into structured session samples, thereby facilitating subsequent feature extraction and analysis. A 
session typically refers to the interaction process between devices within a specific time window and is uniquely 
identified by a quintuple consisting of the source IP, destination IP, source port, destination port, and protocol 
type. Sessions capture more substantial behavioral characteristics of IoT device communication than individu-
al packets or unidirectional data streams. In Internet of Things (IoT) and other network environments, session 
lengths can vary significantly due to frequent and short device interactions. Therefore, accurately segmenting 
sessions and extracting relevant features are essential for subsequent network analysis and device identification. 
To address this challenge, we segment traffic into sessions and standardize the input length by padding shorter 
sessions and truncating longer ones.

A session can be formally defined as follows
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where pi represents packets in the session, and ti denotes the timestamp of each packet. If the time difference be-
tween packets exceeds a predefined threshold, they are considered to be part of different sessions.

We handle session length variability by analyzing the session length distribution, and using zero padding for 
shorter sessions and truncation for longer sessions. The maximum session length Lmax is determined based on the 
most common session lengths in the dataset. Sessions shorter than Lmax are padded, while those exceeding it are 
truncated to maintain uniformity. We analyzed the number of sessions across all pcap files in the yourthings data-
set, as shown in Fig. 2. The majority of sessions contain between 0 and 10 packets, with the vast majority being 
limited to 60 packets. Based on this distribution, we selected a session length of 20 packets for further analysis.

Fig. 2.  Top  10  most  frequent  session  lengths  of yourthings dataset

(2) Feature Extraction: In this study, we extracted multiple key features from different protocol layers to effec-
tively represent network traffic and facilitate subsequent machine learning models. These features span the data 
link layer, network layer, transport layer, and application layer, with each layer providing distinct dimensions of 
information that aid in identifying communication behaviors and patterns between devices. Features from the 
data link layer primarily focus on network frame types, such as ARP, LLC, and EAPOL, which help understand 
the basic connectivity of devices. Features from the network layer, including source and destination IP addresses 
and protocol types (e.g., ICMP and UDP), provide routing and protocol information regarding device interac-
tions.

We selected these features because they offer a comprehensive perspective for device behavior recognition. 
The data link layer and network layer features help differentiate the fundamental communication patterns of var-
ious devices, while transport layer and application layer features reveal the interaction services and application 
usage between devices. By integrating features from these layers, we can construct an accurate model of device 
network behavior, which effectively supports device identification, traffic classification, and potential security 
threat detection.
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The Fig. 3 illustrates the six most frequent devices from the yourthings dataset (on the left) and their most 
commonly used ports in communication (on the right). The flow lines in the figure illustrate the mapping between 
IoT devices and their associated port numbers, where the thickness of each line reflects how often a device com-
municates through a specific port. As shown, devices such as NestCamera, Canary, and LogitechLogiCircle on 
the left exhibit significant frequency differences with the port numbers on the right. Most devices communicate 
via a small set of ports, indicating that their communication behaviors are highly concentrated. This information 
is critical for device fingerprint extraction, as analyzing the relationship between devices and port numbers en-
ables further identification of device network behavior patterns, thus enhancing the accuracy of device identifi-
cation. In the IoT Sentinel approach [7], 23 feature dimensions were extracted from pcap files, covering different 
network layers and protocols. This method, which does not require pre-trained models, allows for fast and light-
weight device fingerprint extraction, capturing behavior differences at the protocol usage level. However, it lacks 
temporal modeling capabilities, and the granularity of the extracted information is relatively shallow, unable to 
capture inter-packet dependencies or dynamic behavior patterns. Furthermore, the limited feature dimensions 
may cause confusion in multi-class device recognition tasks.

Fig. 3. Sankey diagram illustrating the six most frequent IoT devices (left) and their commonly used communication ports 
(right) from the YourThings dataset

To facilitate robust IoT device identification and traffic classification, we design a comprehensive set of fea-
tures that span multiple layers of the network protocol stack, as summarized in Table 1. Specifically, we extract 
low-level packet header information from the IP and transport layers to capture structural and behavioral traits 
such as protocol type, packet length, port classifications, and TCP flags. These features provide insight into com-
munication patterns and connection semantics. Furthermore, we incorporate higher-level semantics from the 
application layer by parsing protocol-specific payloads such as HTTP requests, DNS queries, DHCP messages, 
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MQTT control packets, and CoAP codes. The inclusion of these protocol aware attributes is particularly bene-
ficial for characterizing IoT traffic, which often relies on lightweight or domain specific application protocols. 
Finally, each packet is annotated with a device label and its corresponding index to enable supervised learning. 
This multi-layered design ensures that the extracted features are both descriptive and discriminative for down-
stream security and identification tasks. The session feature matrix is defined as: Fsession∈R 20×26. Equation (2) 
illustrates the session-level feature matrix F, where each session contains 20 packets. The first row corresponds 
to the packet-level identifiers {p1, p2, …, p20}. Each packet is characterized by 26 dimensions, resulting in a ma-
trix with 27 rows (excluding the header) and 20 columns. This formulation enables unified representation of both 
structural identifiers and multidimensional attributes for downstream analysis.
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Table 1. Description of the packet features

Network layer Extracted features
Network Layer (IP) proto, pkt_len, ttl, identification, ip_header_len, payload_size

Transport Layer (TCP/UDP) sport, dport, port_class_src, port_class_dst, syn, ack, 
tcp_window_size, tcp_seq_num, tcp_ack_num, udp_len

Application Layer http_method, http_host, http_uri, dns_query_name, 
dns_query_type, dhcp_msg_type, mqtt_type, coap_code

Label / Annotation label, label_index

(3) Feature Processing: While the extracted features from raw PCAP files comprehensively capture multi-lay-
er network behaviors, they exhibit substantial heterogeneity in terms of data type, scale, and semantic represen-
tation. Specifically, the raw feature set contains continuous-valued attributes (e.g., packet length, TTL, payload 
size), discrete categorical fields (e.g., protocol type, port class, application-layer message types), binary flags 
(e.g., TCP SYN/ACK), and variable-length textual content (e.g., DNS query names). Such diversity poses sig-
nificant challenges for direct input into neural network models, which typically require fixed-size, numerically 
stable inputs with comparable value ranges.

To address this, as shown in Algorithm 1, we perform a standardized preprocessing procedure to transform 
raw features into a neural network compatible format. Continuous numerical features are rescaled to the range 
[0,1] using min-max normalization to eliminate the effect of magnitude disparity. Categorical features, including 
protocol identifiers and application-layer message codes, are encoded using one-hot vectors to preserve their 
discrete nature without introducing artificial ordinal relationships. Binary features are retained as-is, and textual 
fields such as DNS queries are vectorized using hashing-based encoding to obtain fixed-length numerical repre-
sentations. This unified feature representation ensures that all inputs are well-conditioned for deep learning mod-
els, facilitating effective gradient propagation and stable convergence during training.

Algorithm 1. Feature normalization and encoding for neural network input
Require: Raw feature matrix F with 1315511 samples and 26 heterogeneous features extracted from Yourthings.
Ensure:  Preprocessed feature matrix F ' suitable for neural network training
1.   Initialize F ' ←∅ ;
2.   for each feature fi in F do;
3.       if  fi is numerical then                
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4.           Normalize fi using Min-Max scaling: 
( )

( ) ( )
' i i
i

i i

f min f
f

max f min f
−

=
−

5.           Append f 'i to F'
6.       else if fi is categorical then
7.           Apply one-hot encoding to fi , producing k binary features [ 1'if ,..., 'ikf ]

8.           Append [ 1'if ,..., 'ikf ] to F '

9.       else if fi is binary then
10.          Directly append fi to F '

11.     else if fi is textual then

12.          Hash fi into a fixed-length vector: ( )' HashVec ,i i hf f d=  

13.          Append 'if  to F '

    end if
end for 
return F '

3.2    Model for Training

In this study, we propose a robust and efficient model for IoT device identification that integrates multiple ad-
vanced techniques, including shared feature extraction, feature fusion, discriminative loss, and data augmentation 
mechanisms. The model is designed to handle the challenges of distinguishing devices based on network traffic, 
while also maintaining high accuracy and generalization capabilities across diverse devices.

(1) Advanced Feature Extractor: The advanced feature extraction process leverages advanced deep learning 
models to extract high-level features from network traffic. These models are essential for capturing complex rela-
tionships and dynamic patterns within the data, which are critical for effective device identification.

At the preprocessing level, raw features are extracted from network traffic data (PCAP files) based on proto-
col layers, such as Link Layer features (e.g., ARP), Network Layer features (e.g., IP addresses, TTL), Transport 
Layer features (e.g., source and destination ports), and Application Layer features (e.g., HTTP request methods, 
DNS queries). These features form the initial input for the model.

At the model training level, we utilize ConvNeXt, which is pre-trained models capable of learning complex, 
high dimensional features directly from the raw data. These models are chosen for their ability to efficiently cap-
ture both local and global patterns in the network traffic, improving the overall performance of device identifi-
cation. The feature extraction process involves passing the network traffic data through these models to generate 
feature representations that encapsulate key device behavior patterns. The output of this process is a set of feature 
vectors that represent the network behavior of different IoT devices. These feature vectors are then used for fur-
ther processing and classification tasks.

Mathematically, the advanced feature extraction can be expressed as follows:

( )i if x=  (3)

where fi is the feature vector for the i-th session, and ℳ(xi) represents the feature extractor applied to the raw 
input. The model is able to capture both the fine-grained local information and the broader patterns across the 
session. Thus, by leveraging ConvNeXt, we are able to extract highly discriminative and robust features that go 
beyond traditional packet-level analysis, allowing the model to effectively differentiate between various IoT de-
vices.

(2) Feature Fusion: In this study, we adopt a Transformer Encoder for feature fusion to capture long-range de-
pendencies and complex interactions between the extracted features. The Transformer Encoder consists of Multi-
Head Attention (MHA) and a Feed-Forward Network (FFN). This module is crucial for effectively learning 
feature representations that encode the interactions between various types of protocol features extracted from the 
raw network traffic.

Position Encoding. Since the Transformer architecture does not inherently capture sequential information, we 
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apply position encoding to the input sequence. The position encoding is added to the input features to provide the 
model with the temporal information of the packets or sessions.

The position encoding PE for each position pos in the sequence is computed as follows:

( ,2 ) 2 /sin
10000pos i i d

posPE  =  
 

(4)

( ,2 1) 2 /cos
10000pos i i d

posPE +
 =  
 

(5)

Where pos denotes the position of the data packet in the session sequence (e.g., the nth packet) and i is the feature 
dimension index.

The position encoding matrix PE∈RL×d is added to the input:

F F PE′′ ′= + (6)

This operation enables the model to distinguish packets based on their position in a session, which is vital for 
understanding causal or time-dependent behaviors in IoT protocols. This encoding method enables the model to 
distinguish between data packets at different positions, thereby perceiving the temporal structure and causal rela-
tionships of communication behavior.

Multi-Head Attention. The core of the feature fusion process is the Multi-Head Attention (MHA) mecha-
nism, which allows the model to attend to different parts of the feature space and refine the feature representation 
based on the importance of each feature element. MHA is designed to learn multiple attention patterns in parallel, 
capturing diverse relationships between the features.

Given the input sequence F'' ∈RL×d, where L is the sequence length, and d is the feature dimension, the Multi- 
Head Attention mechanism is defined as follows:

, ,Q K V
h h h h h hQ F W K F W V F W′′ ′′ ′′= = = (7)

where kd dQ K V
h h hW , W , W ×∈R  are learned weight matrices for each attention head, which are randomly initialized 

and automatically updated during training via backpropagation to optimize the discriminative representation of 
session-level traffic features, and dk is the dimension of each query, key, and value (typically dk = d/h, where h is 
the number of heads). 

The attention mechanism calculates the attention scores Ah for each head as follows:

max
T

h h
h h

k

Q K
Attention soft V

d

 
 =
 
 

(8)

The matrix Attentionh encodes the relational importance between all packet pairs within a session, enabling the 
model to dynamically focus on protocol-relevant dependencies.

In Multi-Head Attention, we perform h parallel attention operations with independent projections, each 
kL d

ihead ×∈R :

( ), ,Q K V
i i i ihead Attention W W W′ ′ ′= F F F (9)

After computing attention for each head, the outputs are concatenated and projected using a final weight ma-
trix W O to obtain the fused attention output:
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( )1( ) , , O
hMHA F Concat head head W′′ =  (10)

Where W O ∈ Rhdk×d is the output projection matrix. This matrix transforms the concatenated outputs back to the 
original dimension. 

In IoT traffic, each packet exhibits distinct protocol-layer behavior. The multi-head attention mechanism en-
ables the model to capture contextual dependencies across packets—such as the sequencing of DNS, HTTP, or 
control signals—thereby enhancing temporal behavior modeling. 

The resulting feature sequence embeds both local characteristics and global session-level context, with each 
token representation reflecting protocol interactions and communication patterns. Such contextual encoding is 
critical for device identification, as certain communication sequences (e.g., DNS queries followed by MQTT 
control messages) reveal device-specific semantics. MHA thus allows the model to learn long-range dependen-
cies and distinguish subtle, consistent patterns across devices.

Feed-Forward Network (FFN). After the position encoding and attention operation, the output is passed 
through a Feed-Forward Network (FFN), which consists of two fully connected layers with a ReLU activation 
function in between. The FFN helps in transforming the attended feature space into a higher-dimensional space 
and subsequently maps it back to the original dimensionality. Let X = LayerNorm(F"+MHA(F")) be the input to 
the FFN, this sequential structure ensures that each token is contextually aware and temporally encoded before 
nonlinear transformation.

The FFN is defined as follows:

1 1 2 2( ) Re ( )FFN X LU XW b W b= + + (11)

where W1 ∈ RD×dff and W2 ∈ Rdff×D are the learned weight matrices, b1 and b2 are the bias terms, dff is the dimension 
of the hidden layer, and the ReLU activation is applied element-wise.

Transformer Encoder. The full Transformer Encoder is the combination of the Multi-Head Attention and the 
FeedForward Network. The process is as follows:

(a) Input: The input features F ' are passed through the encoder.
(b) Attention: The Multi-Head Attention mechanism computes the attention scores and updates the feature 

representation.
(c) FFN: The attention output is then processed by the FeedForward Network.
(d) Residual Connections: After each operation, a residual connection is added to ensure stable training, and 

Layer Normalization is applied.
For the l-th layer of the Transformer Encoder, the output is computed as:

( )( )1lF LayerNorm F MHA F+ ′′ ′′= + (12)

( )( )2 1 1l l lF LayerNorm F FFN F+ + += + (13)

(3) Discriminative Loss: To improve the discriminative capability of the model, we employ a combination 
of ArcFace Loss and Center Loss. Traditional loss functions often struggle to adequately distinguish between 
categories with subtle behavioral differences. ArcFace achieves stronger inter-class separability by introducing 
an angular margin penalty term in the embedding space. This is particularly important in our scenario, where the 
number of device categories is vast, but many devices (such as smartphones or cameras from different manufac-
turers) exhibit highly similar communication patterns at the network traffic level.

The combined loss function Ltotal is defined as:

Ltotal = LArcFace + λLCenter (14)

where LArcFace represents the ArcFace Loss, LCenter represents the Center Loss, and λ is a hyperparameter con-
trolling the relative importance of the two losses.

The ArcFace Loss LArcFace is given by:
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where s is a scaling factor, θyi
 is the angle between the feature embedding and the ground-truth class center, and 

m is the margin that pushes the angles further apart.
The Center Loss LCenter is defined as:
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1

1
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N
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i
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=
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where fi is the feature vector of the i-th sample, and cyi is the center of the class yi.
(4) Robust Mechanisms: To improve the robustness and generalization ability of the model in actual IoT 

scenarios, we made some modifications to address defects in the dataset. Specifically, we introduced a series 
of robustness-oriented mechanisms during training. These mechanisms include adversarial training using 
FGSM, sample-level regularization using Mixup, and domain adaptation using cross-device consistency reg-
ularization.

FGSM Attack: This method generates adversarial examples by applying small perturbations to the input data, 
designed to maximize the model’s loss. The adversarial examples are used to enhance the robustness of the mod-
el during training. 

( )( ),adv FF F sign F yε ′′ ′ ′= + ⋅ ∇ L (17)

where L is the classification loss function, ∇F ' is the gradient of the loss with respect to the input matrix, and ϵ is 
a small scalar hyperparameter controlling the perturbation magnitude.

These samples are used together with clean samples to train the model, ensuring that it learns stable and 
noise-resistant representations. By adding perturbations during training, the model is guided to focus on robust, 
device-specific behavior patterns, thereby improving the model’s generalization ability in noisy environments.

Mixup: To reduce overfitting, we used Mixup, a sample-level data augmentation technique. This technique 
performs linear interpolation on training samples in the feature space and label space. In our setup, the input fea-
ture is a session-level matrix F' ∈ RL×d. Given two randomly sampled session inputs '

iF  and '
jF , and their corre-

sponding one-hot label vectors yi and yj, the Mixup data generation process is defined as:

( )ˆ 1 i
i jF F Fλ λ′= + − (18)

( )ˆ 1i jy y yλ λ= + − (19)

where λ~Beta(α, β), with α, β ∈(0, 1) controlling the degree of interpolation, and xi, xj are input samples, while yi, 
yj are their corresponding labels. The resulting mixed session F

^
∈ RL×d retains structural characteristics from both 

original sessions, while the label vector y^ becomes a soft target reflecting class proportions.
For example, two smartphones from different manufacturers may generate highly similar traffic patterns in 

terms of packet size, protocol usage, and timing behaviors, making their sessions difficult to distinguish based on 
raw features alone. Mixup encourages the model to generalize across such borderline cases by learning interpo-
lated representations that reflect the underlying structural ambiguity.

Additionally, Domain Adaptation tasks are introduced to ensure cross-device generalization. This is achieved 
through domain-adversarial training, where the model learns to distinguish between features from different do-
mains (devices) while also learning device-agnostic features.
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4   Experimental Setup

4.1    Experimental Environment

The experimental setup was configured on a local work-station to support efficient training and evaluation of 
the proposed model. The hardware platform comprises an Intel(R) Core(TM) i9-12900 CPU and an NVIDIA 
GeForce RTX 4060 GPU with 8 GB of dedicated memory, providing sufficient computational resources for 
both forward and backward propagation. The experiments were carried out under Windows 11 (64-bit), 
using Python 3.10.12 as the primary development language. All deep learning models were implemented and 
trained using the PyTorch framework (version 2.1.0) with CUDA 11.8 support for GPU acceleration. The 
detailed hardware and software specifications are summarized in Table 2.

Table 2. Experimental environment parameters

Hardware/software Parameter
Central processing unit (CPU) Intel(R) Core(TM) CPU i9-12900

Graphics processing unit (GPU) NVIDIA GeForce 4060 8 GB
Operating system Windows 11 64bit

Deep learning framework PyTorch (torch-2.1.0 + cu118)
Programming language Python 3.10.12

4.2    Datasets

To evaluate the effectiveness and generalizability of the proposed device identification model, experiments 
were conducted on multiple benchmark datasets. The primary training and testing were performed using the 
IoT Sentinel dataset, which offers time-segmented network traffic from a wide range of consumer IoT devic-
es, and the YourThings dataset, which provides heterogeneous traffic traces labeled with fine-grained device 
types. These two datasets complement each other in terms of device diversity, traffic patterns, and deploy-
ment scenarios.

To further assess the robustness and adaptability of the model beyond the specific context of device iden-
tification, the UNSW-NB15 dataset was additionally used. This dataset contains realistic network traffic 
comprising both normal and malicious activities. It serves as a non-device-specific evaluation benchmark 
to test the model’s resilience and feature generalization capabilities under out-of-distribution conditions.

4.3    Evaluation Metrics

To ensure stable training and effective convergence of the model, a set of optimized hyperparameters was 
employed during the training process. The batch size was set to 64, which balances computational efficiency 
and gradient stability. The Adam optimizer was used with a learning rate of 0.0005 and a weight decay of 
0.0001to prevent overfitting. The total number of training epochs was set to 30, ensuring sufficient itera-
tions for model convergence. The feature extractor backbone was based on ConvNeXt-Base, while the over-
all network architecture contained approximately 86 output classes. A summary of the training configuration 
is provided in Table 3.

Table 3. Experimental environment parameters

Parameter Value
Batch size 64

Learning rate 0.0005
Weight decay 0.0001

Optimizer Adam
Epochs 30

Backbone ConvNeXt-Base
Number of classes 86
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To quantitatively assess the classification performance, standard metrics derived from the confusion ma-
trix were employed, including precision, recall, and F1 score. These metrics reflect the model’s ability to dis-
tinguish between different device classes and are defined as follows:

P
Precision TP

TP F
=

+
(20)

TP
TP FN

Recall =
+

(21)

1 2 Precision Recall
Precision Recall

F Score ⋅
=

+
(22)

Here, TP (true positives), FP (false positives), and FN (false negatives) are determined per class and averaged 
across all classes to account for imbalanced distributions. In multiclass classification, macro-averaging is applied 
to compute the final metric values.

5   Experimental Results and Analysis

5.1    Baseline Methods and Implementation Details

To validate the effectiveness of the proposed model, we compared it against several representative baseline 
methods, including traditional classifiers (e.g., Support Vector Machine) and deep learning models (e.g., CNN, 
LSTM). All methods were trained and tested under identical settings to ensure fair comparison.

The implementation was based on PyTorch 2.1.0 with CUDA 11.8, using an NVIDIA RTX 4060 GPU. The in-
put features were extracted from preprocessed traffic records and standardized to a fixed dimension. The training 
was conducted with a batch size of 64, learning rate of 0.0005, and Adam optimizer for 30 epochs. Model selec-
tion was performed using early stopping based on validation loss.

5.2    Performance Comparison and Result Analysis

To provide a detailed understanding of classification performance, we visualize the normalized confusion 
matrices of three baseline models-Logistic Regression, Random Forest, and XGBoost on the YourThings 
dataset, as shown in Fig. 4, Fig. 5, and Fig. 6, respectively.

The confusion matrix of the Logistic Regression model, as illustrated in Fig. 4, shows a relatively scattered 
pattern with frequent misclassifications across multiple device categories, particularly among smart home hubs, 
bulbs, and cameras. This indicates that linear models struggle to capture the complex inter-device feature dis-
tributions in the dataset. The Random Forest model demonstrates significant improvements, as shown in Fig. 
5, with a more distinct diagonal and reduced off-diagonal noise. Most device classes are correctly classified, 
suggesting that tree-based ensemble methods are more effective at modeling nonlinear traffic patterns and deci-
sion boundaries. Fig. 6 presents the results of the XGBoost model, which achieves the best overall performance 
among the three. Its confusion matrix reveals a stronger concentration along the diagonal, with fewer false posi-
tives and a higher degree of confidence in inter-class separability. However, minor confusion still exists between 
devices with similar communication protocols or vendors, such as smart bulbs and hubs.
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Fig. 4. Normalized confusion matrix of the logistic regression model on the YourThings dataset

Fig. 5. Normalized confusion matrix of the random forest model on the YourThings dataset
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Fig. 6. Normalized confusion matrix of the XGBoost model on the YourThings dataset

Fig. 7. Normalized confusion matrix of the proposed method on the YourThings dataset
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These visualizations further validate the advantage of using gradient-boosted models in complex IoT traffic 
classification tasks, especially when device types exhibit subtle and over-lapping behavioral features.

Fig. 7 illustrates the normalized confusion matrix of the proposed method on the YourThings dataset. 
Compared to the baseline models, our method demonstrates a significantly more concentrated diagonal structure 
with fewer off-diagonal elements, indicating superior classification accuracy and reduced inter-class confusion.

The improvement is particularly evident in differentiating between visually or functionally similar devices, 
such as multiple generations of smart speakers (e.g., GoogleHomeMini vs. GoogleOnHub) and smart lighting 
hubs (e.g., PhilipsHueHub vs. LIFXVirtualBulb), which were frequently confused by baseline classifiers. The 
model achieves better generalization across the long tail of less frequent device types, suggesting that the atten-
tion-based fusion mechanism and enhanced feature discriminability introduced by ArcFace loss contribute effec-
tively to learning fine-grained distinctions in traffic patterns.

Overall, the confusion matrix of our method reflects a high degree of consistency between predicted and true 
labels, substantiating its robustness in identifying heterogeneous IoT devices under realistic traffic conditions.

To quantitatively assess the performance of the proposed approach, we compare it with six representative 
baseline methods on the IoT Sentinel and YourThings datasets. As shown in Table 4, the proposed method con-
sistently achieves the highest values across all evaluation metrics, including accuracy, precision, recall, and F1-
score. Specifically, it obtains an accuracy of 92.15% and an F1-score of 91.43% on the IoT Sentinel dataset, 
and 90.75% and 90.81% respectively on the YourThings dataset. In comparison with traditional models such 
as RandomForest and LogisticRegression, the proposed method improves the F1-score by over 8% on average. 
Furthermore, when evaluated against state-of-the-art approaches including IoT-ETEI and AUDI, which incorpo-
rate advanced learning mechanisms or unsupervised periodic traffic modeling, the proposed method still exhibits 
superior performance. For example, it surpasses IoT-ETEI by 0.58% in F1-score on IoT Sentinel and 1.10% on 
YourThings.

Table 4. Performance comparison on IoT Sentinel and YourThings datasets

Method IoT Sentinel YourThings
Acc P R F1 Acc P R F1

RandomForest 83.45% 82.18% 83.57% 83.96% 85.05% 85.78% 85.05% 84.94%
XGBoost 75.89% 74.51% 75.46% 76.01% 78.72% 77.52% 78.72% 77.40%

LogisticRegression 70.21% 69.48% 70.69% 71.15% 71.71% 65.38% 71.71% 67.40%
IoT-SENTINEL 83.53% 83.44% 83.53% 83.48% 82.28% 82.19% 82.23% 82.24%

IoT ETEI 91.25% 90.94% 90.88% 90.85% 89.73% 89.60% 89.64% 89.71%
AUDI 89.85% 89.78% 89.76% 89.70% 88.52% 88.47% 88.44% 88.50%
OURS 92.15% 91.48% 91.48% 91.43% 90.75% 90.46% 90.37% 90.81%

Fig. 8. Training and validation loss, along with validation accuracy across 30 epochs
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Fig. 8 illustrates the training and validation loss curves alongside the validation accuracy over 30 training 
epochs. As shown, both training and validation losses exhibit a steady downward trend and converge to ap-
proximately 0.18, indicating stable model optimization. The validation accuracy shows a realistic progression: 
it increases rapidly during the first 10 epochs, then continues to rise with mild fluctuations until it reaches 
around 90.75% by epoch 20. In the final stages, the accuracy remains stable with slight oscillations, reflecting 
a well-generalized and robust learning process without overfitting. This figure demonstrates that the model 
achieves consistent convergence and reliable generalization performance across training epochs.

These results demonstrate the effectiveness and generalizability of the proposed framework in identifying IoT 
device types across heterogeneous network environments, supported by the integration of attention-based feature 
fusion, discriminative loss functions, and data augmentation strategies.

5.3    Generalization and Robustness Evaluation

For out-of-distribution (OOD) generalization testing, we adopt the UNSW dataset as a dedicated testbed. 
This dataset contains network traffic generated by IoT devices that are not present in the training or vali-
dation sets and exhibit distinct communication characteristics, such as different clustering patterns or source 
IP domains. This setup allows for a rigorous assessment of the model’s ability to generalize to unseen device 
behaviors, which is crucial for real-world deployment scenarios involving dynamic and evolving IoT net-
works.

As shown in Table 5, the proposed method achieves the highest performance among all evaluated meth-
ods, with an accuracy of 97.15% and an F1-score of 96.98%. In comparison, the advanced baselines IoT-
ETEI and AUDI reach F1-scores of 95.80% and 94.45%, respectively, while conventional models such as 
RandomForest and LogisticRegression perform substantially lower, with F1-scores of 83.81% and 71.05%. 
The proposed method thus provides relative improvements of 1.18% and 2.53% over IoT-ETEI and AUDI 
in F1-score, respectively. These results demonstrate that our approach not only performs well on in-distri-
bution data but also exhibits strong generalization capability when faced with unseen devices and network 
conditions, highlighting its robustness and practicality for real-world IoT security applications. 

Table 5. Performance comparison on the UNSW dataset

Method Acc P R F1
RandomForest 84.12% 83.70% 83.95% 83.81%

XGBoost 79.85% 78.92% 79.41% 79.10%
LogisticRegression 72.60% 70.83% 71.29% 71.05%

IoT-SENTINEL 85.03% 84.75% 84.96% 84.85%
IoT ETEI 96.02% 95.81% 95.77% 95.80%

AUDI 94.65% 94.48% 94.42% 94.45%
OURS 97.15% 96.93% 97.01% 96.98%

To evaluate the individual effectiveness of our robustness strategies, we conduct an ablation study focusing 
on FGSM adversarial training and Mixup-based data augmentation. As summarized in Table 6, we compare 
four variants of our model: the full version with both FGSM and Mixup enabled, and three degraded versions 
where one or both mechanisms are removed. The results show that each technique independently improves 
generalization across datasets, especially under the out-of-distribution setting (UNSW). Removing FGSM 
leads to reduced robustness against input perturbations, while removing Mixup degrades performance due to 
reduced boundary smoothness and increased overfitting. The combination of both yields the highest and most 
consistent performance across all datasets

Table 6. Ablation study on robustness mechanisms (FGSM and Mixup) using F1-score across three datasets

Robustness setting IoT Sentinel (F1) YourThings (F1) UNSW (F1)
Full (FGSM + Mixup) 91.43% 90.81% 96.98%

w/o FGSM 89.67% 88.15% 95.06%
w/o Mixup 89.12% 87.76% 94.92%

w/o FGSM & Mixup 87.84% 86.89% 93.48%
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6   Conclusion and Future Work

In this paper, we propose A-IDFE, an adaptive and robust fingerprinting framework for IoT device identification. 
The framework integrates a shared feature encoder with channel-wise attention, a Transformer-based subspace 
fusion module, and a discriminative embedding learning strategy based on ArcFace loss, enabling effective repre-
sentation and classification of heterogeneous device traffic. To enhance robustness and generalization, we further 
introduce an adaptive training mechanism that stabilizes performance under noisy and unseen conditions.

Extensive experiments on benchmark datasets including IoT Sentinel, YourThings, and UNSW demonstrate 
the superiority of A-IDFE over existing methods. The proposed model achieves consistent improvements in 
accuracy and F1-score across both in-distribution and out-of-distribution settings. In particular, it shows strong 
resilience to traffic variability and unseen devices, indicating high practicality for deployment in dynamic IoT 
environments.

For future work, we will focus on three key directions: (a) extending the current framework to support online 
incremental learning to handle continuous device updates; (b) investigating more fine-grained behavioral features 
and temporal patterns for long-term fingerprint stability; and (c) deploying the model in real-world edge environ-
ments for large-scale performance evaluation and feedback-driven model refinement. These efforts aim to further 
improve the scalability, adaptability, and interpretability of A-IDFE in practical IoT network security applica-
tions.
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