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Abstract. Evolutionary algorithms (EAs) commonly solve robust multi-objective problems (RMOPs).
Current approaches struggle with dynamic disturbances. Their fixed mutation strategies cause this limitation.
Moreover, effectively balancing robustness and Pareto optimality remains a fundamental challenge in this
field. To address these issues, this study proposes a novel robust multi-objective evolutionary algorithm
that integrates reinforcement learning with a tri-mode archive strategy. The proposed method innovatively
employs Q-learning to dynamically adjust mutation probabilities, where noise sensitivity serves as the state
space and mutation probability as the action space, enabling autonomous policy optimization in dynamic
disturbance environments. To achieve an optimal balance between robustness and optimality, a tri-mode elite
archive framework is designed to maintain solution sets with high robustness, superior convergence, and
broad distribution characteristics. Experimental results on standard benchmark functions demonstrate that
the proposed algorithm significantly outperforms six state-of-the-art comparison algorithms in terms of both
solution quality and computational efficiency.
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1 Introduction

Traditional multi-objective evolutionary algorithms (MOEAs) are designed to obtain a uniformly distributed
Pareto-optimal front [1]. However, these algorithms typically assume a deterministic environment and often
overlook the uncertainties commonly present in real-world applications. In contrast, robust multi-objective
optimization (RMOP) aims to identify solutions that remain effective under perturbations, known as robust
Pareto-optimal solutions [2]. Uncertainty in RMOP generally arises from three sources: decision variable
perturbations, objective function uncertainty, and environmental parameter changes. This study focuses on
uncertainties caused by perturbations in decision variables.

To construct a robust Pareto front, existing studies have proposed several strategies, such as statistical
indicator-based robustness metrics [3], performance evaluation via perturbation sampling [4], methods for
the separation of robustness and optimality [5], and external archive mechanisms [6]. Overall, current RMOP
research emphasizes three key aspects: 1) accurate robustness quantification, 2) modeling the trade-off between
robustness and optimality, and 3) efficient resource utilization under high evaluation costs.

Quantifying robustness is essential for evaluating solution stability under perturbations. Current methods
employ statistical indicators such as the expected value and variance to evaluate robustness [7]. In multi-objective
contexts, advanced indicators such as dominance-based robustness, preference robustness, and r-dominance
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have been introduced to capture relative performance variations under perturbations [8]. Classification-based
robustness evaluation based on decision variable grouping has also been proposed to improve measurement
accuracy under diverse scenarios [9-10].

Balancing robustness and optimality is another central challenge in RMOP. Deb et al. proposed using local
perturbations and mean objective values in neighborhoods to evaluate robustness and improve adaptability
[11]. Other work integrated competition and cooperation mechanisms into the MOEA/D framework to improve
robustness recognition [12]. Archive mechanisms have now received widespread attention. For instance, [13]
combined a robustness penalty with archive strategies to enhance solution robustness. [6] enhanced robustness
preservation in high-dimensional problems by integrating leading vectors with archive mechanisms.

Evaluation efficiency is another concern due to repeated sampling. Beyond the widely used Monte Carlo
sampling [14], more efficient alternatives have been explored, such as Latin hypercube sampling [15], importance
sampling [16], and Wasserstein distance [17]. To further reduce reliance on costly evaluations, surrogate models
such as Kriging [18] and radial basis function networks (RBFN) [19] have been employed to approximate
robustness functions and enable rapid prediction under perturbations.

Despite these advances, existing RMOP methods still face challenges in robustness quantification, trade-
off modeling, and evaluation efficiency. Many rely on static indicators like mean and variance, which fail to
capture the dynamic behavior of solutions. The trade-off between robustness and optimality is often nonlinear
and complex, resulting in biased search directions. Furthermore, repeated sampling imposes high computational
costs, limiting practical deployment.

To address these challenges, this paper proposes a robust multi-objective evolutionary algorithm integrating
Q-learning with a three-mode archive mechanism. The Q-learning module adaptively selects mutation intensities
based on perturbation sensitivity, enabling dynamic robustness control. Moreover, three individual generation
strategies are embedded into the archive update process. This design improves diversity and stability of solutions,
reduces reliance on frequent evaluations, and enhances overall computational efficiency. The main contributions
are as follows:

1) A Q-learning-based perturbation sensitivity control mechanism is proposed to adaptively adjust variation
strength based on local disturbance responses, enabling dynamic robustness control during evolution.

2) An efficient triple-archive updating strategy is designed to coordinate convergence, robustness, and
diversity archives, effectively identifying stable solutions under perturbations and minimizing redundant fitness
evaluations to reduce computational cost.

2 Related Works

This section provide concepts and formulas for RMOPs and Q-learning.

2.1 Robust Optimization Over Time Problem

The general formulation of RMOPs under three types of uncertainties is given as follows:

minimize F(x) = (f, (x,¢ )seeer 3, (X,
with x =(x, +3,,....,x, +3,)"
¢ =(C, + Vs €y +V,) 1

fyle (x'scl) = file (x"c‘)_'_e]:M

subjectto xeQ
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Here, xeR" denotes the decision vector, and F(x)eR" epresents the vector of M objective functions. The
perturbed decision vector x' is obtained by adding a disturbance vector d, while ¢’ accounts for variations in
environmental parameters ¢ with associated perturbations v. Additionally, the objective function outputs are
corrupted by evaluation noise e, which models uncertainties during performance assessment.

2.2 Q-learning

Q-learning is employed as a reinforcement learning technique to guide the selection of individual generation
strategies under uncertain environments. The core idea is to estimate the expected cumulative reward of taking a
specific action in a given state and iteratively improve the policy through interaction with the environment. The
Q-learning formula is as follows:

O(s,,a,) < O(s,,a) +afr, +y-max, O(s,,,a) ~ O(s,.a,)]. 2

Where O(s,,a,) denotes the estimated Q-value for executing action a,, « is the learning rate controlling the update
scale, 7, is the immediate reward, and p is the discount factor that balances current and future rewards. The agent
updates the Q-table by considering both the current reward and the maximum future return max,Q(s,.;,a"). In the
proposed algorithm, the state s, is defined based on perturbation sensitivity, while the action a, corresponds to a
specific individual generation strategy.

The action selection at each state is governed by an e-greedy policy. Specifically, in a given state s,.,, the
action with the highest estimated Q-value is selected with a probability of 1—¢, while a randomly selected action
from the action space is chosen with a probability of . The formula for the e-greedy strategy is as follows:

argmax 0(s,,,,a), ifrand<l-¢
— acA
k+1 . (3)

random( 4), otherwise

Where the parameter ¢, typically defined within the interval (0, 1), serves as a trade-off factor controlling
exploration intensity.

3 Proposed Algorithm

3.1 Framework of RMOEA-Q

Fig. 1 presents the overall framework of the proposed RMOEA-Q algorithm, which includes three main
components: a Q-learning-based strategy adaptation module, a tri-modal elite archive mechanism, and
environmental selection. These components cooperate during the evolutionary process to improve solution
stability, convergence, and diversity while maintaining computational efficiency.

As shown in Algorithm 1, the algorithm starts by initializing the population using a Sobol sequence to ensure
uniform coverage of the decision space. This yields a well-distributed initial population. The optimization then
proceeds iteratively. At each generation, perturbations are applied to decision variables to simulate environmental
uncertainty. The noise sensitivity of individuals is assessed and mapped to discrete states. According to the
current state, a mutation probability is selected using a pre-trained Q-table and the e-greedy strategy. This
probability controls the exploration strength during crossover and mutation, shaping the distribution of offspring.

After generating offspring, a reward value is calculated and used to update the Q-table, supporting long-term
learning. During the first 80% of the total evaluations, the parent and offspring populations are combined with
the tri-modal archive, and NSGA-II is applied to select the next generation. In the remaining 20%, environmental
selection is performed solely based on the parent and offspring populations. This process is repeated until the
termination condition is met. Finally, robust Pareto-optimal solutions are extracted from the archive as the final
output.
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(Algorithm 3)

N) ;

Inputs: N (population size), stateBins, actionValues, o, v,
Output: Pareto-optimal solutions
1: P « Initialize Sobol population;
2: Q « Initialize Q-table;
3: while Problem.FE < maxFE do
4. P —~ Adding a perturbation to the decision variable for P;
5: [pm, Q] « Q Learning Adapt(P, Q, stateEdges,
(Algorithm 2)
6: MatingPool ~ Tournament selection from P;
7: Offspring «~ Using Q-learning selected pm;
8: if Problem.FE < 0.8*maxFE then
9: Archive « Tri Stage Archive (P, Offspring);//
10: P — Environmental selection ([P, Offspring, Archive],
11: else
12: P — Environmental selection ([P, Offspring], N);
13: end
14: end

3.2 Q-learning-based Strategy Adaptation Mechanism

As shown in Algorithm 2, a Q-learning-based mechanism is introduced to guide mutation probability selection
based on perturbation sensitivity. The key idea is to convert environmental disturbances into quantifiable
learning signals. Noise sensitivity is used as the state indicator, computed by comparing the standard deviation
of objective values before and after perturbation. This reflects the vulnerability of solutions to uncertainty. The

sensitivity is then discretized into five intervals, each corresponding to a unique state in the Q-table.
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The action space includes three candidate mutation probabilities: 0.5, 0.75, and 1.0, representing conservative,
balanced, and aggressive strategies, respectively. To balance exploration and exploitation, an e-greedy policy (&
= 0.1) is adopted. It selects a random action with 10% probability to promote exploration, and the best Q-value
action with 90% probability to ensure exploitation.

The reward function combines three components. The R2 indicator (weight 0.6) evaluates proximity to the
Pareto front using cosine similarity with reference vectors. The stability metric (weight 0.3) measures offspring
robustness by penalizing large fluctuations. Noise sensitivity (weight —0.2) acts as a penalty term to avoid
sensitive regions. The Q-table is updated using the Bellman equation, allowing the policy to improve over
time. For example, under high sensitivity, the model favors lower mutation probabilities (e.g., 0.5) to preserve
robustness. Under low sensitivity, it prefers higher probabilities (e.g., 1.0) to accelerate convergence.

The computation of the R2 metric involves two steps. First, for each reference vector z, where (k=1, ..., K), a
utility value is calculated for every solution x;e.X in the solution set:

_ f(xi)'zk
NGz 1

U(x,,z,)=1-cosf, =1

“)

Here, f(x;) denotes the objective vector of solution x;, and 6, is the angle between the solution vector and the
reference vector. This utility function reflects the directional dissimilarity between x; and z,, where a smaller
value indicates better alignment.

Next, the R2 value is obtained by averaging over all reference vectors:

1 & .
R2(X,Z)= mz min, _ U(x,,z,) . )
k=1
Where Z = {z,, ..., z«} is the set of predefined reference vectors. A smaller R2 value indicates that the solution set

better approximates the true Pareto front across all directions.

Algorithm 2. Q Learning Adapt

Input: P, Q, Offspring, stateEdges, actionValues, «, vy, €
Output: pm, O
: noise ~ Calculate population Noise Sensitivity;
Calculate the state value;
if rand < ¢
action « randi (actionBins) ;
else
action « max(Q(state, :));
end
R2 « Calculate R2 indicator;
9: stability « Calculate Offspring stability;
10: Reward « 0.6*R2 + 0.3*(l-stability) - 0.2*noise;
11: nextState — Update the nextState;
12: Q « Update the Q-Table by EQ. (2);

QO J o U b W

3.3 Tri-modal Cooperative Archive Generation Strategy

The tri-modal elite archiving mechanism is activated during the first 80% of generations and works in conjunction
with the main population to construct a more stable and diverse solution set. As illustrated in Algorithm 3, the tri-
modal strategy consists of three components: neighborhood density-based sampling, differential evolution (DE)
between nondominated solutions, and a diversity-guided mutation mechanism.

Specifically, neighborhood density-based sampling prioritizes sparsely populated regions in the objective
space by evaluating the local density of each solution, thus improving population coverage. The DE operator
exploits two randomly selected nondominated solutions from the archive to generate difference vectors, thereby
enhancing local search ability and offspring quality. Meanwhile, the diversity-guided mutation strategy adaptively
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adjusts mutation direction and magnitude based on each solution’s contribution to population diversity, which
helps mitigate premature convergence.

The offspring generated through this tri-modal mechanism are stored in the robust archive and integrated into
the subsequent environmental selection process together with the parent and offspring populations. This design
helps maintain the robustness, convergence, and diversity of the solution set throughout the evolutionary search.

Algorithm 3. Tri Modal Archive

Input: P, Offspring

Output: Archive

: robustness « Evaluate neighborhood density;
robustIdx « Select top-15 robust solutions;
: Archivel « Gaussian mutation (robustIdx);

: ND « Extract non-dominated solutions;

: Archive2 « DE(ND);

CrowdDis « Compute crowding distances;

: Archive3 < Polynomial Mutation (CrowdDis) ;

: Archive « [Archivel, Archive2, Archive3];

QO J oy U b W N

4 Experimental Design and Result Analysis

To assess the performance of the proposed RMOEA-Q algorithm in terms of both optimality and robustness,
comparative experiments were conducted on nine standard benchmark problems (TP1-TP9). Four metrics
were employed for evaluation: Inverted Generational Distance (IGD), Hypervolume (HV), Mean Hypervolume
(MHV), and runtime. The reference point for HV was set at (1, 1). MHV was used to measure the average
hypervolume across multiple disturbance samples, reflecting the algorithm’s robustness by indicating its ability
to sustain high-quality solutions under uncertainty.

Five representative multi-objective evolutionary algorithms were selected as baselines for comparison.
These include CNSDEDVC, which is based on decision variable classification; CRMOEA-D, which introduces
competitive and cooperative; LRMOEA, a large-scale RMOEA employing archive mechanisms; MOEA-RE, a
robustness-enhanced MOEA; and NSGAII-DTI, which incorporates disturbance-based uncertainty modeling in
the objective space.

4.1 Experimental Settings
To ensure fairness and reproducibility, all algorithms were executed on the same computing platform with
identical parameter settings. Specifically, the population size was set to 100 for all algorithms, with both the

crossover and mutation probabilities fixed at 1. The distribution index was set to 20.

Table 1. Test problem configuration

Test problem Max generations Disturbance amplitude
TP1-TPS 8000 0.05
TP6-TP7 6000 0.0025
TP8-TP9 4000 0.02

The parameter settings for the TP test suite are summarized in Table 1, where the number of disturbance
samples is fixed at 50 for all problems. For the proposed RMOEA-Q algorithm, a Q-learning-based reinforcement
learning module was adopted. The discount factor was set to 0.9, and the learning rate to 0.1.

Each algorithm was independently run 30 times on every test function. The performance results were
statistically analyzed using the average and standard deviation. To assess the significance of performance
differences, the Wilcoxon rank-sum test with a significance level of 0.05 was applied. The best results in each
row are highlighted, and symbols “+”, “—”, and “=" indicate whether the proposed RMOEA-Q is significantly
better than, worse than, or statistically equivalent to the corresponding algorithm.
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4.2 Comparative Results

Table 2 presents the IGD results (mean and standard deviation) of six compared algorithms on nine benchmark
problems (TP1-TP9). Overall, RMOEA-Q shows superior IGD performance across most test cases. It achieves
the best results on 8 out of 9 problems, indicating excellent convergence and distribution. In particular, on high-
uncertainty problems TP6 and TP7, RMOEA-Q significantly outperforms all other methods. Its IGD values
are an order of magnitude lower than the others. On TP8 and TP9, although the advantage is less pronounced,
RMOEA-Q still performs competitively. It is statistically comparable to LRMOEA and slightly better than the
rest.

Among the compared methods, LRMOEA performs relatively well on TP8 and TP9, likely due to its archive
design that promotes robust solution generation. However, its sensitivity to noise is clearly higher than that of
RMOEA-Q. CNSDEDVC and CRMOEAD show reasonable performance on general multi-objective problems
but struggle to adapt to robustness under uncertainty. This is reflected by their consistently higher IGD values.

To further investigate, Fig. 2 shows the IGD convergence curves. The red line represents RMOEA-Q. It can
be observed that during the first 3000 generations, LRMOEA converges slightly faster. After 3000 generations,
RMOEA-Q becomes the fastest. This is because LRMOEA uses adaptive guiding vectors to accelerate early
convergence. Except for TP9, RMOEA-Q achieves the lowest IGD values in all problems. This confirms that the
Q-learning-based adaptive operator improves convergence performance under uncertainty.

CNSDEDVC

CRMOEAD LRMOEA —#— MOEARE NSGAIIDTI —— RMOEA-Q
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Fig. 2. IGD convergence curves of compared algorithms on benchmark problems TP1-TP9
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Table 2. IGD values (mean =+ std) of all Compared methods on TP1-TP9

Problem M D CNSDEDC CRMOED LRMOEA  MOEARE N’]S)(;‘?H RMOEA-Q
4.1428¢-2  2.5348¢2  6.0814e-3  1.3231e-2  6.9787e-3  5.2723e-3
(138¢-2)-  (4.85e-3)-  (1.02¢-3)-  (1.82e-3)-  (5.39¢-4)-  (2.92e-4)
6.0490e-3  2.1120e-2  6.2198¢-3  1.7164e2  7.5433e-3  5.2172e-3
(1.71e-3) - (7.30e-3)-  (1.51e-3)-  (3.48e-3)-  (8.90e-d)-  (2.27e-4)
5.6814e-3  2.6537e-2  7.1580e-3  2.1568¢-2  7.4255¢-3  5.1536e-3
(1.01e-3)-  (1.03e-2)-  (3.05e-3)-  (4.70e-3)-  (1.33e-3)-  (2.26e-4)
5.5342e-3 244072 6.6017e-3  14586e-2  7.4439%e-3  4.8837¢-3
(233e-3)-  (441e-3)-  (1.98e-3)-  (2.02e-3)-  (6.4de-d)-  (1.71e-4)
5.1774e-3  22235¢2  5.717le-3  1.4405¢2  7.2758¢-3  4.9465¢-3
(5.43e-4)-  (6.76e-3)-  (9.15e-4)-  (2.53e-3)-  (5.28e-4)-  (2.02e-4)
8.0355e-1  1.2818e+0  5.9258e-2  2.2425e-1  3.2678e-1  4.7800e-3
(2.87e-1)-  (9.16e-1)-  (9.27e-2)-  (2.62e-1)-  (2.46e-1)-  (1.83e-4)
9.6260e-1  2.9164e+0  1.6128¢-2  7.6543e-1  9.9608¢-1  4.7717e-3
(1.09¢+0) - (1.60e+0)-  (1.72e-2)-  (4.83e-1)-  (4.90e-1)-  (1.86e-4)
6.7931e-2 653372 2.765le-2  4.9983e-2  7.7265e-2  2.5642e-2
(8.68¢-2)-  (3.17e-2)- (1.33e2)= (2.74e-2)- (821e-2)-  (1.86e-2)
1.0507e-1  1.4529e-1  4.7586e-2  1.0206e-1  1.3929e-1  8.4479¢-2
(8.67e-2)=  (9.96e-2)- (4.89e-3)= (5.07e-2)= (1.17e-1)-  (5.08e-2)
+/-= 0/8/1 0/9/0 0/7/2 0/8/1 0/9/0

TP1 2 10

TP2 2 10

TP3 2 10

TP4 2 10

TPS 2 10

TP6 2 5

TP7 2 5

TP8 2 5

TP9 2 5

Table 3 shows the HV results. RMOEA-Q obtains the best or highly competitive results in all test problems. In
particular, on TP6 and TP7, which include strong perturbations, it significantly outperforms the other algorithms.
Its HV values are much higher, indicating better solution coverage and stability.

Table 3. HV values (mean = std) of all Compared methods on TP1-TP9

Problem M D CNSDEDC CRMOED LRMOEA MOEARE N?)GT’;““ RMOEA-Q
6.7452e-1  7.0662e-1  7.2956e-1  7.187le-1  7.2714e-1  7.2992¢-1
(220e-2) -  (2.99e-3)-  (4.66e-4)-  (1.97e-3)-  (5.96e-4)-  (2.61e-4)
3.4543e-1  32069e-1  3.4422e-1  3.302le-1  3.4278e-1  3.4679%-1
(1.93¢-3)-  (1.0le2)-  (1.45e-3)-  (4.53e-3)-  (8.39e-4)-  (1.76e-4)
3255le-1  2.9924e-1  3.2376e-1  3.0785e-1  3.225le-1  3.2626e-1
(444e-4) - (1.06e-2)-  (9.70e-4)-  (5.28¢-3)-  (1.48e-3)-  (2.08e-4)
6.5247e-1  6.2950e-1  6.5112e-1  6.401le-1  6.4908e-1  6.5392¢-1
(3.00e-3) - (6.30e-3)-  (2.11e-3)-  (2.83e-3)-  (9.64e-d)-  (1.72e-4)
58077e-1  5.5382e-1  5.7886e-1  5.6647e-1  5.7682¢-1  5.8166e-1
(7.91e-4)-  (8.95¢-3)- (1.71e-3)-  (4.02e-3)-  (8.94e-4)-  (1.92e-4)
2.1578¢2  2.9358¢-2  3.9350e-1  2.6833e-1  1.919%-1  4.4418e-1
(4.69¢-2)-  (5.50e-2)-  (7.44e-2)- (1.57e-1)-  (1.53e-1)-  (2.05e-4)
7851562 3.4651e-3  42763e-1  9.4045¢2  4.1854e2  4.4424e-1
(1.09%-1)-  (1.90e-2)-  (2.02¢-2)- (1.36e-1)-  (6.20e-2)-  (1.87e-4)
6.4008¢-1  6.3686e-1  6.835%-1  6.5624e-1  6.5780e-1  6.9151e-1
(5.59¢-2)-  (2.16e-2)- (239e-2)= (3.06e-2)-  (5.93e2)-  (2.98¢-2)
6.7498¢-1  6.6377e-1  7.414le-1  7.0226e-1  6.9664e-1  7.4491e-1
(8.54e-2)-  (5.74e-2)-  (6.44e-3)-  (3.00e-2)-  (7.90e2)-  (2.34e-2)
+/-/= 0/9/0 0/9/0 0/8/1 0/9/0 0/9/0

TP1 2 10

TP2 2 10

TP3 2 10

TP4 2 10

TP5 2 10

TP6 2 5

TP7 2 5

TP8 2 5

TP9 2 5

Table 4 shows the MHYV results. RMOEA-Q achieves the highest MHV values in most cases, demonstrating
strong robustness and adaptation to disturbances. Only on TP9 does LRMOEA perform slightly better. In all
other problems, RMOEA-Q maintains the top performance. This is due to its Q-learning mechanism, which
adaptively selects mutation probabilities based on noise sensitivity. It enhances robustness. In addition, during
the evolution, the archive stores high-quality robust solutions, further improving overall stability.
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Table 4. MHV values (mean + std) of all Compared methods on TP1-TP9

Problem M D CNSDEDC CRMOED LRMOEA  MOEARE N?)C;‘?H RMOEA-Q
6.6442¢-1  6.892le-1  7.0743e-1  7.0004e-1  7.0616e-1  7.0761e-1
(1.96e-2)-  (2.69e-3)-  (3.53e-4)- (143e-3)- (3.39¢-4)-  (3.06e-4)
2.6972¢-1  2.550le-1  2.6876e-1  2.6029e-1  2.6874e-1  2.7039-1
(1.56e-3)=  (6.47e-3)-  (1.26e-3)-  (3.36e-3)-  (7.08¢-4)-  (6.06e-4)
2.4804e-1  23198e-1  2.4652e-1  23749e-1  2.4719e-1  2.4852e-1
(8.90e-4) -  (7.00e-3)-  (8.97e-4)- (3.6le-3)-  (9.55¢-4)-  (7.37e-4)
6.1123e-1  5.9832e-1  6.1138e-1  6.0306e-1  6.0972¢-1  6.1191e-1
(2.70e-3) - (5.22¢-3)-  (1.04e-3)-  (l44e-3)-  (7.16e-4)-  (2.67e-4)
53137e-1  5.1635e-1  5.3148e-1  5.2257e-1  5.2947e-1  5.3146e-1
(4.8le-d)= (5.76e-3)- (4.53e-4)= (2.38¢-3)-  (5.58e-4)-  (3.05e-4)
1.8996e-2  2.5396e-2  3.4522e-1  2.4347e-1  1.6533e-1  3.9568e-1
(424e-2) - (4.87e2)-  (7.63e2)- (145e-1)-  (1.38e-1)-  (3.42e-4)
53586e-2  2.1789e-3  3.0072e-1  6.634le2  2.1965¢-2  3.1241e-1
(7.89¢-2)-  (1.19¢-2)-  (1.63e2)-  (9.65¢-2)- (3.57e-2)-  (7.16e-4)
5.8150e-1  5.5654e-1  5.9323e-1  59112e-1  5.6362e-1  5.9337e-1
(4.79¢2)=  (1.94e-2)- (1.54e2)= (2.40e-2)= (547e-2)=  (1.56e-2)
P9 , 5 62706e-l  59108c-1 681591  6.6732c-1  6.3258c-1  6.5987e-1

(8.85e-2)= (7.73e-2)- (6.16e-3)+ (2.94e-2)= (824e-2)=  (2.93e-2)
+/-= 0/5/4 0/9/0 1/6/2 0/7/2 0/7/2

TP1 2 10

TP2 2 10

TP3 2 10

TP4 2 10

TPS 2 10

TP6 2 5

TP7 2 5

TP8 2 5

Table 5 presents the runtime results. RMOEA-Q consistently achieves the shortest execution time and the
lowest standard deviation across all test problems, demonstrating both high efficiency and stability.

In summary, although RMOEA-Q integrates a Q-learning module and a tri-modal generation strategy, its
overall computation cost remains low. It even performs better than more complex frameworks. This efficiency
comes from two aspects. First, the Q-learning module is lightweight and allows fast online updates. Second,
the tri-modal archive generation uses efficient mechanisms, such as local density estimation and differential
evolution, which avoid costly high-dimensional perturbation sampling. Therefore, RMOEA-Q achieves a good
balance between convergence, robustness, and efficiency, making it suitable for practical applications.

Table 5. Rutime values (mean + std) of all Compared methods on TP1-TP9

Problem M D CNSDEDC CRMOED LRMOEA  MOEARE N?)GT’;““ RMOEA-Q
33072¢+0  1.8342¢+0  1.1151et0  1.3666e+0  2.8425¢+0  3.7320e-1
(1.53¢e-1)-  (1.52e-2)-  (6.86e-2)-  (1.10e-2)-  (1.20e-1)-  (1.47e-2)
3.1744e+0  1.8429¢+0  1.0774et0  1.2776e+0  2.7630e+0  4.2078e-1
(2.93¢-2)-  (4.62e2)- (8.6le-2)- (1.55e2)-  (2.40e-2)-  (3.49¢-2)
3.1930e+0  1.8326e+0  1.0454et0  1.2916e+0  2.7680e+0  3.9291e-1
(824e-2)-  (1.56e-2)- (8.8le-2)- (1.21e2)-  (2.09¢-2)-  (1.60e-2)
32412¢+0  1.8365¢+0  1.0463¢+0  1.3158¢+0  2.8350e+0  3.8797e-1
(639¢-2)-  (1.83e2)- (5.21e-2)- (1.28¢-2)-  (7.54e2)-  (8.22¢-3)
32310e+0  1.8519e+0  1.0764e+0  13103e+0  2.7918¢+0  3.8310e-1
(2.60e-2)-  (2.14e-2)-  (5.28¢2)- (1.67e-2)- (34le-2)-  (7.59-3)
3.1272e+0  1.3743¢+0  6.4400e-1  6.057le-1  2.0690e+0  3.0153e-1
(1.13e-1)-  (8.49%e-3)-  (3.74e-2)- (443e-2)- (1.71e2)-  (6.77e-3)
2.5324e+0  1.3804et0  6.572%-1  5.5803e-1  2.0894e+0  2.9663e-1
(L.1le-1)-  (1.93e-2)-  (4.34e-2)- (3.45¢-2)-  (6.49e-2)-  (5.40e-3)
1.3018¢+0  9.3268¢-1  4.8137e-1  3.8270e-1  1.3921e+0  2.0207e-1
(9.89¢-3)-  (1.15e-2)-  (3.50e-2)- (1.42e-2)-  (1.08e2)-  (3.60e-3)
1.3038¢+0  9.3544e-1  5.3872e-1  3.9133e-1  1.4738e+0  2.0406e-1
(1.10e-2) - (1.43e-2)-  (2.86e-2)- (1.47e-2)-  (9.34e2)-  (2.63e-3)
+/-/= 0/9/0 0/9/0 0/9/0 0/9/0 0/9/0

TP1 2 10

TP2 2 10

TP3 2 10

TP4 2 10

TP5 2 10

TP6 2 5

TP7 2 5

TP8 2 5

TP9 2 5
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4.3 Ablation Experiment

To assess the contributions of the Q-learning strategy adjustment and the tri-modal elite archive module to
algorithm performance, ablation experiments were conducted on nine test problems (TP1-TP9). Three algorithm
versions were compared: RMOEA-Q* is the base robust multi-objective evolutionary algorithm (without any
enhancements), RMOEA-Q** includes only the Q-learning strategy, and RMOEA-Q is the final algorithm,
combining both Q-learning and the tri-modal archive mechanism.

Table 6 and Table 7 present the mean and standard deviation of each algorithm’s performance on the HV
and MIGD metrics. Compared to RMOEA-Q*, RMOEA-Q consistently achieves superior results across all
test problems, validating the effectiveness of the proposed mechanisms. When compared to RMOEA-Q**,
RMOEA-Q attains the best performance on all nine problems, further demonstrating the advantage of combining
the two strategies. Specifically, in terms of HV, RMOEA-Q shows significant improvements on TP1-TP5
and performs comparably on the remaining problems. Regarding MIGD, the tri-modal archiving mechanism
contributes substantial improvements on TP6-TP9, particularly on TP6 and TP7.

In summary, the ablation study confirms that both the Q-learning strategy and the tri-modal archiving
mechanism play essential roles in improving robustness, solution quality, and overall performance. Their
integration enables the algorithm to achieve superior results across a variety of RMOPs, demonstrating the
effectiveness and soundness of the proposed design.

Table 6. HV values (mean + std) comparison of RMOEA-Q variants on TP1-TP9

Problem M D RMOEA-Q* RMOEA-Q** RMOEA-Q
TP1 2 10 7.2048e-1 (1.74e-3) - 7.2964e-1 (2.67¢-4) - 7.2992¢-1 (2.61e-4)
TP2 2 10 3.3762e-1 (2.46¢-3) - 3.4673e-1 (2.05e-4) = 3.4679¢-1 (1.76e-4)
TP3 2 10 3.1795e-1 (2.93e-3) - 3.2605e-1 (2.54¢-4) - 3.2626e-1 (2.08e-4)
TP4 2 10 6.4238e¢-1 (3.56¢-3) - 6.5343¢-1 (4.22¢-4) - 6.5392¢-1 (1.72¢-4)
TPS 2 10 5.7108e-1 (1.73e-3) - 5.8130e-1 (2.83e-4) - 5.8166e-1 (1.92¢-4)
TP6 2 5 0.0000e+0 (0.00e+0) - 4.4365¢e-1 (2.34e-3) = 4.4418e-1 (2.05e-4)
TP7 2 5 0.0000e+0 (0.00e+0) - 4.4297e-1 (4.96¢-3) = 4.4424e-1 (1.87e-4)
TP8 2 5 5.7900e-1 (4.96e-2) - 6.8911e-1 (3.03e-2) = 6.9151e-1 (2.98e-2)
TP9 2 5 6.2056e-1 (3.79%¢-2) - 7.3208e-1 (3.24e-2) = 7.4491e-1 (2.34¢-2)
+/-/= 0/9/0 0/4/5

Table 7. MIGD values (mean + std) comparison of RMOEA-Q variants on TP1-TP9

Problem M D RMOEA-Q* RMOEA-Q** RMOEA-Q
TP1 2 10 2.3248e-2 (1.77e-3) - 1.6763e-2 (1.71e-4) - 1.6684e-2 (2.20e-4)
TP2 2 10 6.5233¢-2 (1.20e-3) - 6.1773e-2 (3.11e-4) = 6.1630e-2 (2.06e-4)
TP3 2 10 8.8116e-2 (3.19¢-3) - 8.3801e-2 (1.88e-4) = 8.3736e-2 (1.29e-4)
TP4 2 10 4.2812¢-2 (2.92¢-3) - 3.8116e-2 (3.07e-4) - 3.7883e-2 (2.12¢-4)
TP5 2 10 4.6326e-2 (7.61e-4) - 4.2758e-2 (2.99¢-4) - 4.2483¢-2 (2.15e-4)
TP6 2 5 1.3202e+1 (1.89¢+0) - 4.1165e-2 (9.96e-4) - 4.0839e¢-2 (2.73e-4)
TP7 2 5 2.3111e+1 (1.95e+0) - 1.0371e-1 (4.03e-3) - 1.0206e-1 (1.14e-3)
TP8 2 5 4.0025¢e-1 (9.23¢-2) - 1.0198e-1 (1.38e-2) = 9.8073e-2 (1.23e-2)
TP9 2 5 3.8601e-1 (1.09e-1) - 1.7706e-1 (8.28e-2) = 1.4019e-1 (5.98e-2)
+/-/= 0/9/0 0/5/4

5 Conclusion

This paper presents a robust multi-objective evolutionary algorithm (RMOEA-Q) that integrates Q-learning
with a tri-archive elitism strategy to solve multi-objective optimization problems under uncertainty. The core
innovation is a closed-loop framework that enables environmental awareness, adaptive response, and multi-
strategy collaboration. The Q-learning module dynamically adjusts mutation strength based on the noise
sensitivity of individuals, addressing the limitations of fixed-parameter settings in uncertain environments.
Simultaneously, the tri-archive mechanism maintains three elite archives targeting convergence, robustness,
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and diversity. Their coordinated use enhances solution quality and ensures a balanced trade-off among key
performance aspects under perturbations.

Future work will focus on extending the proposed approach to high-dimensional and dynamic problems,
aiming to broaden its applicability in complex real-world engineering tasks.
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