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Abstract. High utility-occupancy pattern mining (HUOPM) provides a nuanced analytical perspective by
jointly capturing the utility contribution of patterns and their proportional influence within transactions.
When operating in incremental environments, however, maintaining these dual statistics in a coherent
and computationally efficient manner becomes substantially more intricate. Existing incremental
mining techniques, mainly tailored to frequency- or utility-driven models, are structurally incapable of
accommodating the coupled dependencies intrinsic to HUOPM. To operationalize HUOPM in dynamically
evolving databases, we propose IHUOP, an incremental HUOPM algorithm based on a compact utility-
occupancy list that encapsulates all essential transactional statistics within a unified structure. This design
enables the algorithm to assimilate newly arriving transactions without reprocessing historical data, thereby
ensuring scalability. Building upon this representation, we devise refined pruning mechanisms based on
support estimation and rigorously derived upper bounds of utility occupancy, permitting aggressive yet
lossless search-space reduction. Extensive experiments conducted on both real-world and synthetic datasets
demonstrate that IHUOP consistently preserves exactness while delivering pronounced improvements in
runtime efficiency and memory utilization. These results substantiate the algorithm’s suitability as a robust
and scalable solution for dynamic utility-occupancy mining.
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1 Introduction

As an integral facet of data mining, pattern mining plays a pivotal role in extracting specific and valuable
patterns from vast datasets, contributing significantly to diverse practical applications. Over the past few decades,
frequent pattern mining (FPM) [1, 2] and association rule mining (ARM) [3] have stood out as the predominant
technologies in the pattern mining domain, extensively researched and applied in various fields such as marketing
[4], click stream analysis [5], web mining [6], bioinformatics [7], fault prediction [8], and program vulnerability
mining [9]. However, while widely utilized, FPM falls short in revealing intricate information about items, such
as their profitability as a set. This limitation arises from its focus solely on frequency, neglecting other nuanced
attributes like quantity, weight, income, and risk. Moreover, the equal importance assigned to all items by FPM
impedes the discovery of patterns closely aligned with user preferences. Clearly, FPM encounters limitations in
both data utilization and interest matching.

In response to the shortcomings of the frequency-oriented framework, high utility pattern mining (HUPM)
emerged as a utility-oriented approach, incorporating utility theory [10]. HUPM considers both objective metrics
(quantitative information) and subjective metrics (user-set weights), offering broader applicability than FPM and
playing a crucial role in data science. Numerous studies have focused on developing more effective algorithms
for HUPM, such as EFIM [11] and CHUPM-Stream [12], and integrating superior theories and technologies to
provide diversified services, including fuzzy mining [13], closed utility mining [14], and top-k utility mining
[15].
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However, one notable drawback of both frequency-oriented and utility-oriented mining lies in their separate
use of frequency or utility to judge pattern eligibility. This single constraint often makes it challenging to ensure
the quality of mining results and may lead to misleading decisions. Addressing this issue, a novel measurement
known as utility occupancy [16] has been proposed. Utility occupancy considers both the frequency and utility
of a pattern, taking into account the contribution of utility in each transaction. A pattern is deemed qualified
when its average utility contribution is substantial and it is frequent, ensuring the representativeness and quality
of the target patterns. This concept has been formalized into the mining framework known as High Utility
Occupancy Pattern Mining (HUOPM) by Gan et al. [17]. Subsequent studies have explored diverse data formats,
such as UHUOPM for uncertain databases [18], SHO for massive data [19], and pnHUO for handling databases
containing negative utilities [20].

Despite these advancements, existing HUOPM methodologies remain predominantly designed for static
database environments, significantly limiting their applicability in dynamic real-world scenarios. For instance, in
e-commerce platforms where customer transaction records continuously accumulate, traditional batch processing
approaches necessitate complete dataset reprocessing upon each update, failing to accommodate real time
incremental data arrivals. The inherent dynamism and continuous evolution of contemporary datasets demand
more adaptive and efficient pattern mining solutions. To bridge this critical gap, this paper introduces IHUOP,
a novel incremental mining algorithm specifically engineered to address HUOPM challenges in incremental
database environments through through indexed partitioned list structures and coordinated pruning mechanisms.

The primary motivation of our work is to provide a robust solution for mining high utility occupancy patterns
in environments where data is constantly evolving. To the best of our knowledge, there is no partitioning-based
algorithm that can efficiently discover high utility occupancy patterns in dynamic databases while avoiding
redundant database scans. Another motivation is to design candidate set filtering strategies that are suited for
incremental environments and seamlessly integrate them into existing HUOPM-based algorithms, since our focus
is orthogonal. Towards the goal of mining frequent patterns having a strong utility occupancy in incremental
databases effectively and efficiently, this paper proposes an algorithm named Incremental High Utility Occupancy
Pattern discovery (IHUOP). The main contributions of this paper are summarized as follows:

(1) A novel and efficient one-phase algorithm, called Incremental High Utility Occupancy Pattern discovery
(IHUOP), is proposed for revealing interesting patterns having high utility-occupancy and high frequen-
cy from a dynamic transaction database. IHUOP is more flexible to handle this situation than the state-of-
the-art HUOPM algorithm in batch mode, which requires scanning the original database frequently and
repeatedly for updating utility occupancy and frequency information.

(2) To avoid scanning the database as much as possible and obtain related information of patterns, a compact
data structure called the Incremental Utility Occupancy list (IUO-list) is designed. For further efficiency
improvement, we adopt four pruning strategies, which are: support count pruning, look-ahead support
count pruning, utility occupancy upper bound pruning, and compact upper bound pruning.

(3) Extensive comparative experiments were conducted on real-life and synthetic datasets to assess the ef-
fectiveness and efficiency of the proposed IHUOP algorithm and different pruning strategies. Results
showed that the algorithm integrating the four pruning strategies significantly outperformed the state-of-
the-art batch algorithm in terms of running time and memory consumption.

The rest of this paper is structured as follows: Related works are reviewed in Section 2. In Section 3, the key
definitions of the addressed problem and some preliminaries are introduced. The proposed incremental mining
algorithm and an illustrated example are given in Section 4. Experimental results of the proposed IHUOP method
are provided in Section 5. Conclusion and future work are finally provided in Section 6.

2 Related Work

In this section, we briefly review prior work on pattern mining, tracing its progression from frequency-based
approaches to utility-oriented frameworks, utility-occupancy mining, and incremental/streaming techniques.

2.1 Utility Pattern Mining

The foundation of pattern mining was established by Agrawal ef al. [3], with their seminal work on association
rule mining, followed by the revolutionary FP-growth algorithm [21] that eliminated candidate generation
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through tree-based structures. These frequency-based approaches, while widely adopted, treat all items equally
and focus solely on occurrence patterns, neglecting important factors such as item quantities, profits, and
varying importance levels [22]. To address these limitations, high utility pattern mining (HUPM) emerged as
a paradigm shift toward utility-oriented analysis [23, 24]. Tseng et al. [24] formalized the HUPM framework
by incorporating both internal utility (quantity) and external utility (unit profit) to discover patterns with high
business value rather than just high frequency. Subsequent advances include the EFIM algorithm by Zida et
al. [11], which improved mining efficiency through estimated utility co-occurrence pruning, and the ULB-
Miner algorithm by Duong et al. [25], which introduced buffered utility-lists for enhanced performance. Recent
extensions have addressed specific domains and challenges. Chen et al. [26] developed fuzzy utility mining
techniques for handling uncertain data, while Vlashejerdi et al. [14] proposed methods for mining closed high
utility itemsets to reduce redundancy. Huang et al. [27] introduced targeted mining approaches for discovering
top-k high utility patterns without predefined thresholds. The latest developments have focused on dynamic
environments and special utility scenarios. Kim et al. [28] proposed INNU, the first incremental mining approach
specifically designed for extracting high utility patterns in streaming environments with negative unit profits,
which processes only newly arrived data while eliminating the need for complete database storage and positional
information maintenance. Another line of research has focused on dynamic profit scenarios, where Kim et al.
[29] developed efficient mining methods for databases with dynamic external utility conditions. Comprehensive
surveys by Gan ef al. [23] and Chen ef al. [30] have systematically reviewed the field and identified incremental
processing as a critical research direction, emphasizing the need for algorithms that can adapt to continuously
evolving data without requiring complete reprocessing.

2.2 Utility Occupancy Pattern Mining

While HUPM addresses the limitations of frequency-based approaches, it still relies on a single utility measure,
which may not adequately capture pattern quality in all scenarios. This limitation led to the development of utility
occupancy pattern mining, which combines frequency and utility measures to ensure both representativeness and
business value [16, 17]. The utility occupancy concept was first explored by Shen et al. [16] with their OCEAN
algorithm, which introduced the idea of mining patterns based on utility proportions within transactions. Gan
et al. [17] formalized this concept into a comprehensive theoretical framework with the HUOPM algorithm,
establishing rigorous definitions and introducing novel data structures including the utility-occupancy list (UO-
list) and frequency-utility table (FU-table) for efficient pattern discovery. Subsequent research has explored
various extensions to address different data characteristics and application scenarios. Chen ef al. [31] developed
UHUOPM to handle uncertain databases where item existences are associated with probability values. He et
al. [19] proposed the SHO algorithm specifically designed for mining utility occupancy patterns from massive
datasets using suffix-based partitioning strategies. Sun et al. [20] introduced pnHUO to address scenarios
involving negative utility values, extending the framework to handle loss-making items. Recent developments
have focused on addressing methodological limitations and efficiency improvements. Duong et al. [32] proposed
MaxCloFHUOIM and CloFHUOIM algorithms to efficiently mine concise representations of frequent high
utility occupancy patterns, focusing on extracting compact pattern representations that reduce redundancy
while maintaining mining effectiveness. Huang et al. [33] introduced the SUMU algorithm, extending utility
occupancy mining from itemsets to sequential patterns by incorporating temporal relationships and designing
specialized data structures including UOL-Chain and UO-Table with six upper bounds for enhanced efficiency.
These advances demonstrate the growing maturity of utility occupancy pattern mining as a robust framework for
discovering high-quality patterns across diverse application domains.

2.3 Insights and Inspiration

The review of existing work provides several key insights that motivate our research. First, the evolution from
frequency-based to utility-oriented mining demonstrates the importance of incorporating multiple measures to
capture pattern significance [23]. The success of utility occupancy mining in combining frequency and utility
measures [17] suggests that hybrid approaches can achieve superior pattern quality compared to single-constraint
methods. Second, the growing emphasis on incremental processing in utility mining [30, 34] highlights the
critical need for algorithms that can adapt to dynamic environments without sacrificing efficiency. However, the
lack of incremental methods for utility occupancy mining reveals a significant gap between theoretical advances
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and practical applicability. Third, recent developments in partitioning-based optimization [35] and advanced
pruning strategies [36] indicate that demonstrate that algorithmic design based on list-based data structures and
depth-first search can substantially improve mining efficiency. These insights inspire us to develop IHUOP,
which integrates utility occupancy measures with incremental processing through novel partitioning techniques,
addressing the limitations identified in existing approaches while leveraging their strengths.

3 Preliminaries and Problem Statement

In practice, transaction databases are dynamically updated as new data arrives. Table 1, for example, shows
an updated incremental transaction database U with 10 transactions and 5 items, each of which has a unique
identifier 7id and each item in each supporting transaction has an internal utility g(i;, 7). Internal utility of an
item in a transaction is usually used to record quantitative information, while the unit utility or weight associated
with an item is called external utility pr(i;) and is specified by the input unit utility table similar to Table 2.
Among the 10 transactions shown in Table 1, 7, ~ T; is assumed to be the original transaction database D, with
T, and T, making up the first set of inserted transactions db;, and T,~ T,, forming the second set of incremental
transactions db,, and thus U= D U db, U db, . In addition, the IHUOP framework requires experienced decision
makers to define the minimum support thresholds a (0 < a <1) and the minimum utility thresholds § (0 < <1).
Several key definitions of the addressed IHUOP problem are given as follows.

Table 1. Example of incremental database

Tid  Transaction Utility
T, (a:2),(b:2),(d: 1) $17
T, (b:3),(c:1),(e:2) $32
D T,  (a:1),(b:1),(c:2),(d:2) $29
T, (b:4),(d:2),(e:2) $44
Ts  (b:6),(d:2) $32
T, (a:5),(c:2),(d:3) $41
b T, (a:3),(b:2),(e: 1), (f: 1) $32
! T, (e:7), (e 1) $44
b Ty,  (a:5),(e:2) $28
P T, (5:3),(d D, (£ 1) $27

Table 2. Static unit utility of each item

Item a b ¢ d e f
Unit utility $2  $3 85 $7 $9 $1I

Definition 1 (Support count of an itemset). The set of all transactions containing an itemset X in U is denoted
as I'(X), and such transactions are called supporting transactions. The support count of an itemset X, denoted as
SC(X) and defined as |I'(X)], is the number of its supporting transactions. If we denote the user-defined minimum
support threshold as a, and the pattern X is a frequent pattern (FP) in U if and only if SC(X) > a x |U].

As can be seen from Table 1, the itemset {a} appears in transactions T, 75, T, T;, and T, thus SC(a) = 5.
Similarly, SC(ab) = 3 can be obtained since it exists in 7, 73 and 7.

Definition 2 (Utility calculation). The utility of an item i; in a transaction 7} is denoted as u(i;, T,) and
calculated by q(i;, T,) % pr(i;). The utility of an itemset X in a transaction, denoted as u(X, 7)), is the sum of the
utilities of all items in X in 7}, that is u(X, 7)) = X, _x\ycr, u(i;, T)). The utility of an itemset X in the database
U, denoted as u(X), is the sum of the u(X, 7}) values of X in all its supporting transactions in U, that is u(X) =
ey WX, Tp). Similarly, the utility of a transaction 7}, denoted as u(7}), is the sum of utilities of all items in
1t.

For example, u(a) = u(a, T\) + u(a, T;) + u(a, Tg) tu(a, T;) t u(a, T)) =2 x$2+1 x$2+5x$§2+3x$§2+5
x$2=9%4+3%2+ 810+ $6 + $10 = $32. And u(ab) = u(ab, T,) + u(ab, T;) + u(ab, T;) = (2 x $2 + 2 x $3) + (1 x
$2+1x83)+ (3 x$2+2x3$3)=810+$5+$ 12 =3$27. In addition, the utility of each transaction is shown in
the last column of Table 1.
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Definition 3 (Utility occupancy calculation). The utility occupancy of an itemset X in a transaction 7} is
u(X,T,
denoted as uo(X, T,) and calculated by % , which considers the contribution of X in this supporting
Uty
transaction in terms of utility. Different from the definition of U(X), the utility occupancy of an itemset X in a
database U, denoted as uo(X) [17], is defined as the average of the utility occupancy of X in all its supporting
transactions, that is

Z@ MO T)
SC(X)

M

uo(X) =

As shown in Table 1, tu(T)) = $17, tu(T;) = $29, tu(T,) = $41, tu(T,) = $32, tu(T,) = $28. Therefore, we can
easily approximately calculate uo(a, T)), uo(a, T;), uo(a, Ty), uo(a, T;) and uo(a, T,) as 4 +~ 17 =0.2353,2 + 29 =
0.0690, 10 + 41 =10.2439, 6 + 32 = 0.1875, and 10 + 28 = 0.3571 respectively. Then, we can get uo(a), the result
of summing the above values and dividing by 5, which is approximately equal to 0.2186.

Definition 4 (htigh utility occupancy pattern). Given an updated incremental transaction database U, if
the pattern X is an FP and its utility occupancy in U is no less than the predefined minimum utility occupancy
threshold S, then X is a pattern with strong frequency and high utility occupancy, abbreviated as HUOP. In other
words, X is an HUOP if and only if it meets two conditions: (1) SC(X) > a X |U), and (2) uo(X) > S [16].

Assuming that both o and f are set to 0.3, it is not difficult to find from the previous examples that since SC(a)
=52>0.3 x 10 but uo(a) =0.2186 < f3, {a} is an FP but not an HUOP.

Problem statement. Given an original transaction database D and finite n groups of incremental transactions
{db), db,, ..., db)} that need to be inserted into D, the minimum support threshold a and the minimum utility
occupancy threshold f. The main goal of IHUOP is to discover all interesting HUOPs that not only have high
frequency but also have strong utility contribution in the updated incremental transaction database U, where U =
D udb,udbyu...udb,.

4 Proposed IHUOP Algorithm

This section first introduces a list-based data structure (IUO-list), which can be used to store the support count
and utility occupancy of itemsets. Through this structure, we can directly identify HUOPs without generating
candidate itemsets, and avoid multiple scans of the database. Then the upper bound of utility occupancy is
derived. Moreover, we further demonstrated our algorithm with multiple pruning strategies.

4.1 Proposed Data Structure

Inspired by the idea of vertical database representation, this paper proposes a list structure suitable for
incremental environments to store the information needed for mining the potential HUOPs. We call it the [UO-
list, and the details are described as follows.

Definition 5 (total order <). Generally, it is assumed that there is a certain order among all items in the
database, and it is marked with <. We denote the set of all items after itemset X in a sorted transaction as 7,/X,
that is, for Vi € X and Vj € T}/X, i <j. Here, the IHUOP algorithm adopts the ascending support count of all items
in the original database D. For new items in the incremental part db;, we sort them locally and then add them to
the end of total order.

The total order of an incremental database shown in Table 1 is: e < a <c < b <d <f, because SC(e) < SC(a)
< 8C(c) < SC(h) < SC(d) in D and {f} is a new item in db,. In addition, T,/{a} = {b, d}. Note that the order
here can be any order, such as lexicographic order, support count ascending or descending, TWU ascending or
descending, etc. This will not affect the integrity of the mining results, but may affect the algorithm efficiency
during the mining process.
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Table 3. Example of rearranged incremental database

Tid  Transaction Utility
T, (a:2),(b:2),(d: 1) $17
T, (e:2), (c: 1), (b:3) $32
D T, (a: 1), (c:2), (b: 1), (d:2) $29
T, (e:2), (b:4),(d:2) $44
T (b:6), (d:2) $32
Ty (a:9), (c:2),(d: 3) $41
b T, (e: 1), (a:3), (b:2), (f: 1) $32
! T, (e:1),(c:7) $44
b T, (e:2), (a:5) $28
? T, (b:3),(d: 1), (f1) $27

Definition 6 (remaining utility occupancy [17]). The remaining utility occupancy of an itemset X in a
transaction 7, is denoted as ruo(X, T}), which is defined as the sum of the ruo(i, T}) for all items in 7,/X, that is
ruo(X, T,) = Z,_,x uo(i, T}). The remaining utility occupancy of the itemset X in the database is marked as ruo(X),
which is defined as the average of all ruo(X, T,) for any transaction containing X, that is

ngTkAneNruo(X,Tk)
SC(X)

ruo(X) = (2)

For the database shown in Table 1, we first reorder the items in each transaction according to the order
introduced in definition 5 and obtain the rearranged database shown in Table 3. Considering itemset {a} in T,
ruo(a, Ty) = uo(b, T\) + uo(d, T)) = (2 x $3 + 17) + (1 x §7 = 17) = 0.3529 + 0.4118 = 0.7647. Similarly, we can
calculate that ruo(a, T5) = 0.9310, ruo(a, Ty) = 0.7561, ruo(a, T;) = 0.5313, and ruo(a, T,) = 0. Then, we can get
ruo(a), the result of summing the above values and dividing by 5, which is approximately equal to 0.5966.

Definition 7 (IUO-list). TUO-list of an itemset X is composed of three parts: (1) Summary information, which
stores uo(X) and SC(X); (2) PT: A set of tuples about utility occupancy information in supporting transactions
in previous data D U db; U db; u...u db,_,; (3) CT: A set of tuples about utility occupancy information in
supporting transactions in current transactions group db,. The form of each tuple is <tid, uo, ruo>, where tid is
the identifier of the transaction, uo is the utility ratio of the itemset in the corresponding transaction, and ruo is its
remaining utility occupancy in the transaction. The general form of an IUO-list is shown in Fig. 1.

Summary information

| itemset | sC [ UO |

Previous Tuples (PT)

| tid |uo| mo|

Current Data Tuples (CT)

| tid |uo|ru0|

Fig. 1. General form of an IUO-list

For the running example, we first obtain the rearranged database shown in Table 3. Taking itemset {a} and
transaction 1 into consideration, since uo(a, T),) = 0.2352 and ruo(a, T;) = 0.7647, a tuple <7}, 0.2352, 0.7647>
will be generated into the TUO-list of {a}. When data in db; arrives, since the previous supporting transactions
of {a} include T,, T, Ty, T,, and the supporting transaction of {a} in db; is T,, four previous utility occupancy
tuples and one incremental tuple are respectively generated into IUO-list.PT and IUO-list.CT of {a}. After all
utility occupancy tuples of {a} are added into its IUO-list, the summary information of it in the entire database
U can be easily obtained. Among them, SC(X) can be obtained directly according to the size of the tuples in its
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IUO-list, and uo(X) can be obtained by summing uo in all tuples and then dividing SC(X). Therefore, we generate
summary information {sup =5, uo = 0.2186} for the IUO-list of {a} and store it in the list header. In the same
way, we can get all [UO-lists of all 1-itemsets in the database, sort them in total order <, and finally get the
global IUO-lists as shown in Fig. 2.

It is not difficult to find that using the IUO-list structure can quickly obtain the utility occupancy and support
count of corresponding itemsets in the whole database, allowing one to directly judge whether an itemset
is a HUOP or not. Moreover, the IUO-lists of k-itemsets can be used to further obtain the IUO-lists of their
1-extension itemsets. This means that as long as we get global lists of 1-itemsets, we can use the transitivity
to gradually get an [UO-list of any itemset without scanning the database, thereby significantly improving the
efficiency of the algorithm. The basic steps for intersecting UO-lists were proposed in the HUOPM algorithm
[17], and can be executed in linear time. This procedure is also applicable to our IUO-list structure. The
pseudocode for generating an IUO-list of 1-extension itemsets is shown in Algorithm 1. First, the algorithm is
given a prefix itemset X, and two of its extension itemsets Xa and Xb, where a < b, and then output the [UO-list
of Xab. By traversing the tuples in [UO-list of Xa, and continually finding tuples with the same #id in [UO-list of
Xb and X, it can directly calculate: (1) uo, by summing utility occupancy of Xa and Xb and subtracting it of prefix
X; (2) ruo, by assigning the remaining utility occupancy in corresponding transaction of Xb. Note that when the
prefix X is empty, it is a special case. At this time, the utility occupancy of the prefix is 0, which can be calculated
more conveniently than in the general case. Therefore, the algorithm first performs a null judgement on the prefix
X. The end of the algorithm integrates a pruning strategy, which we will introduce in detail in the next subsection.
The IUO-lists for the 1-extension itemsets of {e} are shown in Fig. 3.

{e}: SC=5,U0 =0.4200 {a}:8C=5,U0=0.2186 {c}:8C=4,U0=0.3851 {b}:8C=17,U0=0.2991
tid uo ruo tid uo ruo tid uo FU0 tid uo Fiio
T2 0.5625 | 0.4375 Tl 0.2353 | 0.7647 T2 0.1563 | 0.2813 T1 0.3529 | 0.4118
T4 0.4091 | 0.5909 T3 0.0690 | 0.9310 T3 0.3448 | 0.5862 T2 0.2813 0
T7 0.2813 | 0.7188 T6 0.2439 | 0.7561 To 0.2439 | 05122 T3 0.1034 | 0.4828
T8 0.2045 | 0.7956 T7 0.1875 | 0.5313 T8 0.7955 0 T4 0.2727 | 0.3182
T9 0.6429 | 0.3571 T9 0.3571 0 T5 0.5625 | 0.4375

T7 0.1875 | 0.3438
TI0 | 0.3333 | 0.6667

{d}:SC=6, U0 =0.4036 }-—' Summary information

tid uo ruo

Tl 0.4118 0 1f}:8C=2,U0=10.3756
T3 0.4828 0 tid uo Fuo
T4 | 03182 0 | Previous Tuples (PT) T7 103438 | 0
T5 0.4375 0 T10 0.4074 0
T6 0.5122 0

TI0 | 02593 | 04074 | — Current Data Tuples (CT)

Fig. 2. Global IUO-lists

{ea} : SC=2, U0 =0.7344 {ec} : SC=1, U0 =0.7187 {eb} : SC=3, UO =0.6648 {ed} : SC=1, U0 =0.7273 {ef} : SC=1, U0 =0.6251
tid o Fuo tid uo ruo tid uo ruo tid uo o tid uo rue
T7 0.4688 | 0.5313 T2 0.7187 | 0.2813 T2 0.8438 0 T4 0.7273 0 T7 0.6251 0
T9 1 0 T4 0.6818 | 0.3182

T7 0.4688 | 0.3438

Fig. 3. IUO-lists of all 1-extension itemsets of {e}
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Algorithm 1. Construction (X, Xa, Xb)
Input: X: a prefix itemset X with its IUO-list (X.IUO); Xa: an l-extension itemset
of X by appending item a; Xb: an l-extension itemset of X by appending item b.
Output: Xab: Xab.IUO.
1: initialize Xab.IUO = null;

2: set Xab.supUPB = Xa.IUO.sup;
3: for each tuple Ea € Xa.IUO.PT (or Xa.IUO.CT) do
4: if 3 Eb € Xb.IUO.PT (or Xb.IUO.CT) A Eb.tid == Ea.tid then
5: if X.IUO == null then
6: create a new tuple <Ea.tid, Ea.uo + Eb.uo, Eb.ruo> into Xab.IUO.PT (or
Xab.IUO.CT) ;
7 update the summary information of Xab.IUO;
8: else
9: search E € X.IUO satisfies E.tid == Ea.tid;
10: create a new tuple <Ea.tid, Ea.uo + Eb.uo - E.uo, Eb.ruo> into Xab.
IUO.PT (or Xab.IUO.CT);
11: update the summary information of Xab.IUO;
12: end if
13: else
14: Xab.supUPB-—-;
15: if Xab.supUPB < o x |U]| then
16: return null;
17: end if
18: end 1f

19: end for
20: Return Xab.IUO

4.2 Upper Bounds and Pruning Strategies

According to previous studies, the search space of IHUOP can be represented as a lattice structure or set
enumeration tree, which is widely used in existing pattern mining algorithms [25, 34]. Our algorithm employs
depth-first search to explore the incremental set enumeration tree, which is sorted in the order defined in Def.
5 and named ASC-tree. In this structure, the root node is an empty set, and each node is used to represent an
itemset while its parent node represents the prefix itemset, and the child node represents the extended itemset
sorted in the order above. Fig. 4 shows the ASC-tree built for the running example. Be aware that this tree
structure is hypothetical and is just intended to describe the search space. It is not created during the mining
process. It is obvious that introducing extra items quickly expands the search area for the algorithm. Naturally,
the key of IHUOP problem lies in how to use properties of itemsets or utility occupancy upper bound of their
children to achieve reasonable pruning in the huge search space, to shrink the search space and speed up the
algorithm, and to ensure that the mining results are not repeated or omitted.

Fortunately, HOUP must be a frequent itemset, and the well-known downward closure of the support count
can play a role. This means that if an itemset is not frequent, any superset of it will not meet the condition of
being an HUOP because it is not an FP. Based on this property, we propose the strategy 1.

Strategy 1 (support count pruning). When depth-first search traverses to an itemset X in the ASC-tree, it
calculates the support count of it. If SC(X) is not greater than or equal to o time the total number of transactions
in the current database, X and all itemsets containing X can be pruned.

Assume the minimum support threshold is set to 0.3 in the running example. IUO-lists of {e} and {a} can
be intersected to construct that of {ea}, and then the SC(ea) can be obtained as 2 (2 < 0.3 x 10 = 3). Therefore,
further exploration of the subtree with {ea} as the root node in the ASC-tree is not required.

Combining the above properties with the characteristics of the [UO-list, a look-ahead pruning strategy using
the remaining support is designed. In the process of constructing the [UO-list of an itemset Xab by using Xa and
Xb, SC(Xa) can be used to overestimate the SC(Xab). This overestimation can be gradually reduced when Xb and
Xa are not in the same transaction, and the reduced result is called remaining support. If the remaining support
falls below the minimum support count threshold, it means that Xab is infrequent, thus Xab and its descendants
can be pruned directly.

Strategy 2 (look-ahead support count pruning). During the construction of the IUO-list, if the remaining
support for an extended itemset of X is less than a x |U], then it is not necessary to explore this extended itemset
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and all its descendants, and the construction procedure returns null. Then, the IUO-list of this extended itemset is
not added to the set of extension IUO-lists of X.

During the construction of the IUO-list of {ea} by {e} and {a} in the running example, we initially set the
remaining support as 5. Then the construction procedure looks for the supporting transactions of {e} in the IUO-
list of {a}. Since transactions 2, 4 and 8 are not found, the remaining support is reduced to 2 (2 < 0.3 x 10 = 3),
and the procedure returns null.

The downward closure of support can effectively reduce the search space. When the minimum support
threshold is set low, the effect of the above strategies is negligible, and the search space is still very large.
This requires further finding correct and efficient pruning strategies from the perspective of utility occupancy.
However, utility occupancy does not hold the downward closure, which means that the utility occupancy between
the subset and the superset cannot maintain a constant relationship. Therefore, it is very necessary to find the
upper bound of utility occupancy.

@ oot

new item : f

1 as suffix item

Itemorder:e<a<c<b<d [ e<a<c<bh<d<f

Fig. 4. ASC-tree

Lemma 1. For the subtree of any node X on ASC-tree, the upper bound of its utility occupancy in the updated
database can be calculated as

ztop O!X‘U‘,Tkel"x {uO(X’Tk)+ruO(X’Tk )} .

3)
a><|U|

P(X) =

where |U] represents the total number of transactions in the updated database, and the numerator sums the top a
x |U] values of uo(X, T,) + ruo(X, T)) sorted in descending order.

Proof. After inserting new transactions AD into the original database D, the updated database becomes U = D
w AD with |U| = |D| + |AD| transactions. For any itemset X, its supporting transaction set in Uis I'y =T I'Y,
which includes transactions from both the original database and the newly inserted transactions.

For any pattern ¥ in the subtree rooted at X, since I, I'y and (W — X) = (W / X), the following relationship

holds for each transaction 7, €Iy (whether from D or AD):
uo(W,T, ) Suo(X, T} )+uo(T, / X, T, ) =uo(X, T} )+ ruo(X,T}). 4
By the definition of utility occupancy in the updated database U:

79



THUOP: Incremental High Utility Occupancy Pattern Discovery

ZW;TA AT, €U uO(W’ Tk )
[T
_ Dover g 0TI+ uoVT) ' )
[Ty |
ZWgnAnEU[MO(W’Tk) +ruo(W,T;)]

T |

uo(W) =

Since I'yy is unknown until  is processed, we compute (uo(X, T,) + ruo(X, T,)) for all transactions T, € Iy

(from both D and AD) and sort them in descending order as 7

ey - In the updated database, any IHUOP must
be supported by at least o x |U] transactions. Therefore, the average of the top o X |U| values provides an upper

bound:

pr LT Ty {uo(X,Tk)—i-ruo(X,Tk )} » ]
uO(W)S a><|U| —¢(X) (6)

Thus, 43 (X) = uo(W) holds for any pattern ¥ in the subtree, where the upper bound is computed based on the

updated database size |U| = |D| + |AD|.

Strategy 3 (Utility occupancy upper bound pruning). When DFS explores an itemset X in the ASC-tree to
calculate its utility occupancy upper bound, if the result is less than the minimum utility occupancy threshold S,
then all of its extended itemsets can be pruned.

Assume that both a and f are set to 0.3. According to Fig. 2, from the IUO-list of {c}, the sum of uo and ruo
in each supporting transaction can be obtained, and then we sort them in descending order to get the three largest
values {(73, 0.931), (T, 0.7955), (T, 0.7561)}. After averaging, the utility occupancy upper bound of {c} 0.8275
can be obtained. Because the value is greater than 0.3 (f) and SC(c) > 3, children of {c} on the ASC-tree must be
investigated further.

Strategy 4 (Compact upper bound pruning). For the calculation of (zo + ruo) in utility occupancy upper
bound in Lemma 1, the tuple with ruo = 0 can be skipped. This is because ruo = 0 in a tuple means that this
transaction cannot be further extended, and is independent of the utility occupancy of extension itemsets, so such
tuples can be ignored when calculating the utility occupancy upper bound.

Similarly, the IUO-list of {c} contains one tuple with ruo = 0 (7). In the process of calculating the upper
bound, we skip it and finally get the top three summing values: {(75, 0.931), (7}, 0.7561), (T,, 4376)}. After
averaging, the upper bound is 0.7082. It can be seen that after using this strategy, the upper bound will become
closer to those utility occupancy values of extension itemsets, so as to reduce more candidates and then accelerate
the exploration.

4.3 Proposed IHUOP Algorithm

Based on the IUO-list structure and the above strategies, the pseudocode of the proposed IHUOP algorithm can
be described in Algorithm 2. The algorithm requires the following parameters: a set of databases {D, db), db>,
..., db}, the unit profit table, the decision-maker’s minimum support and minimum utility occupancy thresholds.
The algorithm maintains two global variables, which are used to store the support count (GSC) and IUO-list
(GL) of each 1-itemset in the database U, = D( db,) U db; U db; ... U db, (0 < k < n). Each time an incremental
transaction group arrives, the algorithm first scans it, counts and updates the support count of each 1-itemset,
excludes the items whose support does not meet the minimum support threshold condition, and then sorts the
other items in total order of <. Then it scans the rearranged database and constructs the corresponding TUO-list
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for each 1-itemset, and then filters out the frequent 1-itemsets and recursively calls the Miner function to mine
HUOPs in the database U, without generating candidates. After this operation, the algorithm will update the
global IUO-lists and convert the tuples in the CT part of each IUO-list in GL to PT for the next mining. Finally,
the complete set of HUOPs in each database U, can be obtained.

Algorithm 2. IHUOP (U,, o, B)

Input: U,: U, = D (dbj) U dbj U db}, U ... U db;; o: the minimum support threshold (0
< a < 1); B: the minimum utility occupancy threshold (0 < B < 1).
Output: HUOPs k: the complete set of HUOPs in each Uy (0 < k < n).

1: define the global variables: a global list of IUO-lists of l-itemsets (GL), a map
to store the support count of each l-itemset (GSC), and the total order <;
2: for each dby in U, (0 < k < n) do

3: if first run then

4. initialize GL = null, GSC = null, total order = null;
5: scan D to calculate the SC(i) of each item i € I;

6: else

7 scan dby to calculate the SC(i) of each item 1 € I;

8: end if

9: update GSC and total order;
10: using the total order <, scan D (or dby) again to build (or update) the IUO-
list for each l-item i € I;
11: update GL;
12: initialize minSup = o x |D U dby U ... U dbxl;
13: find I* « {i € I | sup(i) 2 minSup};
14: sort I* in total order;
15: call Miner (¢, I*, minSup, B);
16: switch CT of each IUO-list in GL to PT for next run;
17: Output HUOPs k;

18: end for

More details about the Miner function are given in Algorithm 3. It takes in all the 1-extension itemsets of a
prefix itemset X (extendofX) and X, as well as their corresponding IUO-lists, with a and f. In general, it uses a
loop to explore the subtree, with each 1-extension itemset Xa (Xa € extendOfX) as the root node on the ASC-tree.
First, it uses the IUO-list of Xa to check whether uo(Xa) and SC(Xa) meet the conditions to become an HUOP
(Strategy 1). If they meet the conditions, it indicates that Xa is an HUOP. Then it uses the UPB function to check
whether the utility occupation upper bound of Xa is not less than the minimum utility occupancy threshold. If it
is satisfied, it is necessary to further explore this subtree on the ASC-tree. Then, it calls the Construction function
to generate the IUO-lists of all 1-extension itemsets of Xa. After that, the function takes Xa as the prefix itemset,
and all 1-extension itemsets of Xa with remaining support count is not less than a X |U] as new input (Strategy
2), which are called recursively until all HUOPs are found.

Algorithm 4 gives the process of calculating the utility occupancy upper bound of an itemset X and all its
descendants. The algorithm inputs the TUO-list of X and obtains the upper bound by summing uo and ruo,
descending sorting, and averaging. Therefore, strategy 3 is used to prune the subtree with a small upper bound
directly, which greatly optimizes the efficiency of the algorithm. Moreover, strategy 4 is used in line 3 in
Algorithm 4.

Algorithm 3. Miner (X, extendOfX, minSup, B)

Input: X: an itemset; extendOfX: a list of l-extension itemsets of X; minSup: the
absolute minimum support threshold; B: the minimum utility occupancy threshold (0 <
B < 1).

Output: HUOPs.
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1: for each itemset Xa € extendOfX do

2: obtain Xa.sup and Xa.uo from Xa.IUO;

3: if Xa.sup 2 minSup then

4: if Xa.uo 2 B then

5: output Xa to HUOPs;

6: end 1if

7. call UPB(Xa.IUO, minSup) to calculate the ¢~ (Xa);
8: if ¢ (Xa) 2 B then

9: initialize extendOfXa = null;
10: for each Xb € extendOfX that Xa < Xb do

11: call Construction (X, Xa, Xb) to build the IUO-list of Xab;
12: if Xab.IUO.sup 2 minSup then

13: add Xab.IUO to extendOfXa;

14: end 1if

15: end for

16: call Miner (Xa, extendOfXa, minSup, B):;

17: end 1if

18: end if

19: end for
20: Return HUOPs

Algorithm 4. UPB (X.IUO, minSup)

Input: X.IUO: an itemset with its IUO-list; minSup: the absolute minimum support
threshold.
Output: ¢(X): the utility occupancy upper bound on Xa.

1: initialize sumTopK = 0, ¢(X) = 0, Voccu = null;
2: for each element e € X.IUO do

3: if e.ruo # 0 then

4: calculate (e.uo + e.ruo) and store the results into Voccu;
5: end if

6: end for

7: sort Voccu by descending order as Voccuy;

8: for k = 1 to minSup in Voccu] do

9: sumTopK = sumTopK + Voccu] [k];
10: end for
11: @(X) = sumTopK + minSup;
12: Return ¢(X)

4.4 An Illustrated Example

This section gives a detailed example to explain how the IHUOP algorithm works, assuming that the minimum
support threshold and minimum utility occupancy threshold are set to 0.3. The original database D contains six
transactions at the start. Firstly, the algorithm initializes two global variables to store the support count (GSC)
of all 1-itemsets and their IUO-lists (GL). Then, the algorithm scans from 7| to T, counts the support count of
each item, and obtains the total order after ascending. IHUOP scans these six transactions again, rearranges the
items in total order <, and generates IUO-lists for all 1-itemsets in the rearranged database (as shown by D in
Table 3). Finally, the white part in the global IUO-list shown in Fig. 2 is obtained (at this time, PT is empty, and
the white part is CT). Then the algorithm uses a loop to explore each table in the global IUO-list in turn. First,
consider the IUO-list of itemset {e}. Since SC(e) > 0.3 x 6 and uo(e) = (0.5625 + 0.4091) + 2 = 0.4858, itemset
{e} is an HUOP in D and should be output. Then it needs to calculate the utility occupancy upper bound of {e}
to determine whether its subtree should be explored. According to Lemma 1, the utility occupancy upper bound
of its descendants is 1. It needs to explore {ea}, {ec}, {eb}, and {ed}. This requires calling the Construction
function to get the IUO-lists of all 1-extension itemsets of {e} as shown in the white part of Fig. 3. At this time,
we can see that SC(ea) = 0, SC(ec) = 1, and SC(ed) = 1, so these itemsets cannot be HUOP, and empty lists are
returned when calling the construction method according to strategy 2; since SC(eb) = 2 meets the condition,
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repeat the above operation and call the Miner function again with itemset {eb} as a new input. By analogy, until
the program explores the whole search space and finds all HUOPs, the algorithm converts the CT part of the
global IUO-lists into PT for the next run.

When the incremental group db, arrives, transactions 7, and T are scanned, and the support count of each
1-itemset stored on the global variable (GSC) is updated. Since {f} is a new item in db, , the total order will be
updated. Similarly to mining HUOPs in D, after rearranging the transactions of dbl according to the total order,
the list of global IUO-lists is updated. The result is the white and light yellow parts shown in Fig. 2 (the white
part is PT and the light yellow part is CT at this time). Then it follows a similar way in D to find all HUOPs in U,
= D U db, . Finally, the algorithm also converts the data in the CT part of each global IUO-list into PT and saves
1t.

When the last increment group db; arrives, the algorithm scans transactions T, and T}, updates the total order
and two global variables, and finally gets the list of global [UO-lists as shown in Fig. 2. After that, the algorithm
explores the itemset {e}, and obtains [UO-lists of all its 1-extension itemsets as shown in Fig. 3. In addition,
since the support counts of {ea}, {ec}, {ed}, and {ef} do not meet the conditions (all less than 0.3 x 10), only the
{eb} needs to be probed. After exploring the descendant nodes of {e}, use the same method to explore the child
nodes of {a} on the ASC-tree. In this way, the algorithm finally obtains all HUOPs in U, as shown in Table 4.

Table 4. The derived HUOPs

Itemset  Support count  Utility occupancy

(e} 5 0.4200
1-itemset {c} 4 0.3851
(d) 6 0.4036

reb} 3 0.6643

, {ab} 3 0.3786
Zitemset 3 0.6516
(b} 5 0.7069

4.5 Theoretical Analysis

In this subsection, we provide a rigorous theoretical foundation for the IHUOP algorithm by establishing
its correctness and completeness properties. We first prove the correctness of IUO-list computation, then
demonstrate that [HUOP discovers all valid high-utility occupancy patterns without missing any, and finally
show that every output pattern is indeed a valid HUOP with exact measurements. Additionally, we analyze the
time and space complexity of the proposed algorithm.

Lemma 2 (IUO-list Computation Correctness). The IUO-list merge operation correctly computes the utility
occupancy of itemsets in incremental databases.

Proof. Let X = Y U {z} be an itemset formed by extending Y with item z. The IUO-list of X is constructed by
merging [UO-lists of ¥ and {z}. For each transaction 7; where X € T}, we have: u(X, T)) = Z,_u(i, T)) = X,y u(i,
T) +u(z, T)) = w(Y, T)) + u(z, T;). The merge operation identifies common transactions through TID intersection
and sums utilities appropriately, yielding the exact utility occupancy value.

Theorem 1 (Completeness of IHUOP). IHUOP discovers all HUOPs satisfying o and fin U= D U (U,db)).

Proof. The proof proceeds by induction on the size of the itemset.

1) Base case: All 1-itemsets are processed using IUO-lists constructed from the updated database U.

2) Inductive step: Any (k + 1)-itemset X is generated from a k-itemset ¥ < X. If Y is a high-utility occupancy
pattern (HUOP) or is retained due to the pruning safety condition, then X is constructed by merging the
corresponding IUO-lists, as described in Algorithm 3. According to Lemma 1, the utility occupancy measure is
exact.

3) Now, assume for contradiction that there exists a HUOP X that the IHUOP algorithm fails to discover.
Let Y be the k-itemset prefix of X, i.e., X = Y U {z'}. Since X is a valid HUOP, the induction hypothesis and
the structure of the ASC-tree guarantee that ¥ must have been processed by the algorithm. However, if ¥* was
indeed processed, the algorithm would have extended it with every valid item z > max(Y"), including z', thereby
generating and evaluating X". This contradicts the assumption that X" was missed.

Therefore, IHUOP correctly discovers all high-utility occupancy patterns in U.

Theorem 2 (Correctness of IHUOP). Every pattern output by IHUOP is a valid high utility occupancy pattern
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with exact support value and utility occupancy computation.

Proof. We prove that every pattern X output by IHUOP satisfies the definition of HUOP, i.e., sup(X) > a x |U|
and uo(X) > . According to Algorithm 3, a pattern X is added to the result set only when it explicitly satisfies
both the support condition sup(X) = |I'y] > a % |U| (where Iy is the set of transactions containing X in the updated
database U) and the utility occupancy condition uo(X) > S computed using the [UO-list of X. By Lemma 1, the
IUO-list merge operation computes the exact utility occupancy value. Specifically, for each transaction 7; € Iy,
we have uo(X, T)) = u(X, T))/tu(T)), and the overall utility occupancy is uo(X) = Zr,_r, uo(X, T))/|I'y. Since the
algorithm maintains exact transaction identifiers and utility values through IUO-list construction, both sup(X) and
uo(X) are computed precisely. Furthermore, the algorithm only outputs patterns that pass the explicit threshold
checks, ensuring no false positives. Therefore, every pattern output by IHUOP is a valid high-utility occupancy
pattern with exact measurements.

Theorem 3 (Time Complexity). The time complexity of IHUOP is O(|AD| x |I| + N XL, logL,..), where |AD|
is the number of newly inserted transactions, |/| is the number of distinct items, N is the number of nodes in the
ASC-tree, and L, is the maximum length of [UO-lists.

Analysis. The IHUOP algorithm scans the newly inserted transactions AD once to construct or update [UO-
lists for 1-itemsets, requiring O(|AD| x |I]) time, where |/] is the number of distinct items. Subsequently, the
algorithm performs a depth-first search on the ASC-tree to generate candidate patterns. For each node X in the
tree, merging [UO-lists to generate extensions requires O(L,,,,) time, where L, is the maximum length of IUO-

lists. Computing the upper bound (B(X ) involves sorting values in Iy, taking O(L,,, logL,...) time. With N nodes

in the ASC-tree, the overall time complexity is O(|AD| x |I| + N xL,,logL,..). However, the pruning strategies
significantly reduce N in practice by eliminating unpromising branches early, and the incremental nature
ensures that only patterns affected by AD need re-evaluation, making the algorithm efficient compared to batch
processing which would require O(|U] x |I]) for database scanning alone.

Theorem 4 (Space Complexity). The space complexity of IHUOP is O(|/] % L,,,.,+ N), where || is the number
of distinct items, L,,,, is the maximum length of IUO-lists, and N is the number of nodes in the ASC-tree.

Analysis. The space complexity of IHUOP is primarily determined by the storage of TUO-lists and the
ASC-tree structure. Each itemset processed maintains an [UO-list containing transaction identifiers and utility
occupancy information, requiring O(|/] x L) space in the worst case, where |/] is the number of distinct items
and L,,,, is the maximum [UO-list length. The ASC-tree stores N nodes, each referencing its corresponding [UO-
list, contributing O(N) space. Auxiliary structures such as the IFU-table require O(|/]) space. Thus, the overall
space complexity is O(|/] x L,,,.+ N). In practice, the effective space usage is considerably smaller due to pruning
strategies that prevent generation of unpromising patterns, thereby reducing both the number of nodes N and the
average length of [UO-lists.

5 Experiments

To assess the effectiveness and efficiency of the proposed IHUOP algorithm, this section presents an extensive
experimental evaluation, including its performance in varying (1) the minimum support threshold a; (2) the
minimum utility occupancy threshold f; and (3) insertion ratio IR (the rate of transactions added).

5.1 Experimental Setup and Datasets

1) Experiment Platform: All algorithms in the comparison are implemented in Java and developed in Eclipse
IDE2021. Experiments are run on a PC with a 3.6 GHz Intel Core i7-7700 CPU, 8 GB RAM, and a 64-bit
Windows 10 operating system.

2) Datasets: To make a comprehensive comparison of the algorithms, we carried out experiments on real-life
datasets' (including BMSPOS2, Chess, and Mushroom) and synthetic datasets” (T40I110D100K) with different
characteristics, including sparse, dense, short, and long. Among them, the data source of BMSPOS?2 is the point-
of-sale data of a large electronics retailer; Chess is converted from the set of board states in actual chess games;
Mushroom records a variety of characteristics to judge poisonous mushrooms. These three datasets contain
real-life data, while T40I10D100K is generated using the IBM Quest Synthetic Data Generator. Details on

" http://fimi.ua.ac.be/data/
? http://www.Almaden.ibm.com/cs/quest/syndata.htm]
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the characteristics of the datasets are listed in Table 5, where |U], |/], T,,,, and Density respectively indicate the
number of transactions, the number of distinct items, the average length of transactions, and dataset density.
Suppose a dataset has X distinct items, and the average length of transactions is Y, then the dataset density can
be calculated as Y/X. Since none of the above datasets contain the internal utility and external utility of items, the
log-normal distribution is used to randomly generate the external utility of 0.01 to 10 and the internal utility of 1
to 10, as in previous algorithm performance evaluation [15, 17].

Table 5. Properties of datasets

Dataset |U] || The Density
BMSPOS2 515366 1657 6.53 0.3941%
Chess 3196 75 36 48%
Mushroom 8124 120 23 19.1667%
T40110D100K 100000 942 39.6 4.2038%

3) Baselines: Given the unique nature of utility occupancy mining, we carefully designed our experimental
comparison framework. Direct comparison with existing incremental utility mining algorithms would be
methodologically inappropriate due to fundamental differences in problem formulation, as these methods
optimize absolute utility values while [HUOP addresses utility occupancy, a composite measure integrating utility
contribution, pattern frequency, and transaction representativeness. For static HUOP mining, while OCEAN
pioneered the concept, it produces incomplete results due to algorithmic limitations. Therefore, we adapted
the state-of-the-art HUOPM algorithm to operate in incremental environments through batch-reprocessing as
our primary baseline. To comprehensively evaluate our approach, we compare the following algorithms: (1)
IHUOQOP,,,,, our complete implementation; (2) HUOPM, adapted static algorithm for incremental scenarios; and
three ablation variants: (3) IHUOP,,, excluding pruning strategies 3 and 4; (4) IHUOP,,, excluding pruning
strategies 2 and 4; and (5) IHUOP,,,, excluding pruning strategy 4.

4) Metrics: The experiment divided the dataset into five sections to simulate an incremental dataset
environment. Select four incremental transaction groups from the bottom-up of the dataset to insert (dby,
db;...db)), and set each group containing |U] x IR transactions, transactions of the rest of the dataset as original
dataset D. For example, assuming a dataset contains 200 transactions and IR is set as 5%, bottom-up (200 % 0.05)
(= 10) transactions are selected as db,, and the first (200 - 4 x 10) (= 160) transactions are selected as the original
dataset D.

5) Setup: We first evaluate the total running time of the above algorithms, then compare the maximum of
the peak memory consumed in processing each incremental part. Finally, the impact of each pruning strategy is
compared and evaluated by comprehensively considering the running time and the number of visited nodes in the
search tree.

5.2 Runtime Analysis

This section compares the execution times of IHUOP with three variants and HUOPM run in batch mode. The
execution time is the total time spent reading datasets, mining HUOPs, and outputting results. Because the
problem of mining HUOPs in an incremental environment has three variables: the minimum support threshold
alpha, the minimum utility occupancy threshold befa, and the insertion ratio IR (the abbreviations are used for
convenience), we use the concept of control variables to measure the experimental results when one variable
changes while the other two remain constant. For example, for BMSPOS?2, first fix the f to 0.4 and the IR to
1%, and then analyze the execution time when a changes from 0.02% to 0.04%, and then analyze the results of
various £ with fixed a and IR, and so on. Finally, we get the results shown in Fig. 5 to Fig. 7.

Fig. 5 shows the total running time of each algorithm under varied a with fixed f and IR. We can observe from
it that IHUOP,,,, performs the best on each dataset, and the execution time of each algorithm tends to decrease
as a increases. Figs 5(a), (b) and (c) respectively show that IHUOP,,,, performs better than static HUOPM on
sparse dataset BMSPOS2, dense dataset Chess, and significantly on Mushroom, while Fig. 5(d) shows that on the
synthetic sparse dataset T40110D100K, IHUOP,,,, is still faster than HUOPM, though their performance differs
slightly.

Fig. 6 shows the total running time under varied f with fixed a and IR. We can observe that IHUOP,,,,
generally has the best performance; and as f increases, the running time of IHUOP,, remains stable while that
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of other algorithms decreases. Similarly, the performance of IHUOP,,,, on T40I10D100K is close to that of
HUOPM, while it runs significantly faster on other datasets. Figs. 6(b), (c) show that on real dense datasets, the
running time of IHUOP,,, increases more slowly than that of HUOPM as f decreases. In addition, Fig. 6(c)
shows that on Mushroom, the performance of IHUOP,,,, is not as good as that of IHUOP,, when f is set to a
small value. However, as the f increases, [IHUOP,,,, gradually outperforms the stable [HUOP,,.
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Fig. 7. Runtime under varied IR with fixed o and S

Fig. 7 shows the total running time under varied IR with fixed « and . As can be seen from Figs. 7(a), (c) and
(d), with the increase of IR, the running time of each algorithm on the corresponding dataset decreases slightly.
Fig. 7(b) shows that as the IR increases, the running time on Chess increases slightly. In addition, the relatively
flat curve in Fig. 7 shows that the change in IR has less impact on each algorithm than other parameter changes.

In summary, it can be seen from the above that: 1). IHUOP,,,, has the best overall performance, demonstrating
that the proposed algorithm is indeed more advantageous in terms of runtime than the static HUOPM; 2). The
running time of [HUOP,,; is close to that of HUOPM and always slower than IHUOP,,,,, but is not always faster
than IHUOP,; 3). When £ is very small, [IHUOP,, has a certain advantage, and the change of § has little impact
on its performance.

5.3 Memory Analysis

Fig. 8 shows the maximum peak memory consumption of each algorithm under varied a with fixed f and
IR. As can be seen, the memory required for each algorithm remains relatively stable as a increases, and the
memory consumption of HUOPM is generally the lowest, while that of IHUOP,,,, is slightly higher. In general,
the main factors affecting the memory consumption of an algorithm are the size of the auxiliary space for
storing the required information and the size of the search space, which greatly depend on the dataset, the data
structure used, and the number of visited nodes during the mining process. Since the data structures used by
HUOPM and the proposed algorithms are all list structures composed of triples, and the proposed algorithms
store the [UO-lists of 1-itemset in the original dataset as a global data structure, HUOPM occupies the least
memory. In addition, it can be seen from Figs. 8(a) and (b) that the performance of IHUOP,, in BMSPOS2 and
Chess is relatively poor, but it can be seen from Fig. 8(c) and Fig. 8(d) that the performance in Mushroom and
T40110D100K is better. Since IHUOP,, has more visited nodes in BMSPOS2, Chess, and Mushroom (as can be
seen from Fig. 11 in the next subsection), while other algorithms using the strategy 3 require extra memory to
calculate the utility occupancy upper bound on Mushroom.

Fig. 9 shows the maximum peak memory consumption of each algorithm under varied § with fixed a and
IR. The results are similar to the previous one; the memory required for each algorithm is relatively stable as
increases. Experiments are then performed under varied IR with a fixed o and f. Results are shown in Fig. 10. As
can be seen, the change in IR has no significant effect on peak memory consumption. Besides, from Fig. 10(d), it
can be seen that the memory consumed by the proposed algorithm is less than other algorithms when IR is set to
no less than 6%.
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5.4 Effect of Pruning Strategies

To assess the impact of pruning strategies, we compared the number of nodes visited in the ASC-tree by the
three variants and the proposed IHUOP algorithm (i.e., IHUOP,,,,). To distinguish the previous experiments, we
denoted the four algorithms (IHUOP,,, IHUOP,;, IHUOP,,, and IHUOP,,,,) corresponding to N,, N,, N;, and N,,
respectively. The parameter settings are consistent with the previous experiments. The results are shown in Fig.

11 to Fig. 13.
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Fig. 11. The number of visited nodes under varied o with fixed $f and IR

89



THUOP: Incremental High Utility Occupancy Pattern Discovery

Fig. 11 shows the number of visited nodes of the four algorithms under varied a with fixed § and IR. We can
observe from it that the number of visited nodes for each algorithm tends to decrease as o increases, and N, visits
the least number of nodes. Figs. 11(a), (b) and (c) show that N, visits the largest number of nodes on each dataset
as o increases, and the number of visited nodes decreases more sharply, while that of other algorithms changes
smoothly. Fig. 11(d) shows that N, has similar performance on T40I110D100K. This implies that the change of a
may significantly affect the pruning efficiency of strategies 1 and 2 or strategies 1 and 3, while the impact on the
pruning efficiency of the algorithms combining more than three strategies is relatively small. In addition, it can
be seen from Fig. 5 and Fig. 11 that although the number of visited nodes of Ny and N, is close, [IHUOP,,, still
runs faster than IHUOP,,; with the aid of strategy 4 which skips many unnecessary computations, thereby greatly
reduces the running time.

Fig. 12 shows the number of visited nodes of the four algorithms under varied § with fixed o and IR. We
can observe from it that with the increase of £, the number of visited nodes of N, remains constant, while other
algorithms decrease. This implies that the change of £ has no impact on the pruning results of strategies 1 and 2,
but has a significant impact on the pruning efficiency of the algorithm, including strategy 3. In addition, it can be
seen from Fig. 6(c) and Fig. 12(c) that although IHUOP;, (i.e. N,) visits the largest number of nodes, it still runs
the fastest when /£ is set to a small value. This is because the calculation of utility occupancy upper bound utilized
in strategy 3 is time-consuming, so it is a compromise between pruning effectiveness and execution efficiency.

Fig. 13 shows the number of visited nodes of the four algorithms under varied IR with fixed a and £. It can be
seen that with the change of IR, the number of visited nodes of each algorithm changes smoothly. Figs. 13(a), (¢)
and (d) show that the curves in the BMSPOS2, Mushroom and T40I10D100K datasets have a downward trend,
and Fig. 13(b) shows that the curves in Chess show an upward trend. It is consistent with the variation trend of
running time under varied IR with fixed @ and f shown in Fig. 7, implying that the variation of IR has little effect
on the efficiency of various pruning strategies and therefore has little effect on running time.

All in all, the change of a mainly affects strategies 1 and 2 or 1 and 3, and the change of  mainly affects
strategies 3 and 4. These four strategies complement one another. When one of the o and S is set very small,
the strategies corresponding to the other parameter can play an obvious role. Therefore, the proposed IHUOP
algorithm can reasonably balance the adverse effects caused by unreasonable parameter settings to achieve good
and stable results.
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Fig. 13. The number of visited nodes under varied IR with fixed o and S

6 Conclusions

This paper presents the IHUOP algorithm for incremental high-utility occupancy pattern mining, which integrates
a novel IUO-list data structure with four pruning strategies to achieve complete pattern extraction while reducing
computational overhead. By applying partitioning, list-merging, and compact upper bounds for support and
utility occupancy, [IHUOP minimizes redundant scans and delivers significant runtime improvements over batch-
mode approaches. Experimental results on diverse datasets demonstrate its effectiveness and efficiency, while
future work will explore advanced data structures, parallelization, and extensions to complex scenarios such as
sliding window mining and negative utility handling.
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