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Abstract. This paper proposes an end-to-end “large model annotation—small model distillation—onboard
inference” framework to address a critical engineering bottleneck in the field of anomaly detection for
intelligent connected vehicles: the tension between the strong reasoning capabilities of large language models
and the severe resource constraints of edge computing. Specifically, the LongCat-Flash-Lite model (68.5
billion total parameters, approximately 3 billion activated parameters) is used as the teacher model, which
performs three-level semantic annotation (Level 0: normal driving, Level 1: suspicious behaviour, Level 2:
anomalous behaviour) on a balanced sample set pre-filtered by a TabNet coarse classifier, using few-shot
prompting. Subsequently, the annotations serve as supervised signals to efficiently fine-tune the lightweight
Qwen3-1.7B student model via Low-Rank Adaptation (LoRA), thereby transferring the large model’s
anomaly-discrimination knowledge to the compact student model. Ultimately, the distilled student model
performs inference independently on the onboard side without invoking a cloud-based large model API. In
simulation experiments based on real vehicle telemetry data (originally 82.82 million records, downsampled
to 1 million records), the proposed method achieved the following key results: (1) In the TabNet coarse-
filtering stage, the binary classification accuracy reached 98.62% with a macro-average F1 score of 97.15%;
(2) The LongCat-Flash-Lite teacher model annotated 120,000 balanced samples with an average confidence
of 0.9174, and the distribution of the three annotation levels was 26.3%, 39.2%, and 34.6%, respectively;
(3) After LoRA distillation, the student model’s accuracy improved from 27.50% to 32.10% (an absolute
improvement of 4.60 percentage points), the macro-average F1 score increased from 0.1624 to 0.2468 (a
relative improvement of 52.0%), and precision and recall improved by 7.49 and 2.83 percentage points,
respectively. These experimental results validate the feasibility of transferring knowledge from large models
under low-computational-power constraints and provide a new technical pathway and engineering reference
for recognising anomalies at the edge of intelligent connected vehicles.
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1 Introduction

1.1 Research Background and Significance

Development Status and Safety Challenges of Intelligent Connected Vehicles. Intelligent connected vehicles
(ICVs), which represent the deep integration of next-generation information technology and the automotive
industry, are currently at a critical historical juncture, transitioning from proof-of-concept to large-scale
commercial deployment. According to data released by the China Association of Automobile Manufacturers,
the penetration rate of new passenger vehicles equipped with L2+ driver assistance functions exceeded 50% in
2024, up by over 15 percentage points year-on-year. It is projected that by 2030, annual production of L3/L4
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autonomous passenger vehicles will surpass 3 million units, and the overall market size of intelligent connected
vehicles will exceed 1 trillion yuan. Meanwhile, policy initiatives such as the EU’s UNECE WP.29 regulatory
framework for automated driving, the U.S. NHTSA safety framework, and Japan’s revised Road Transport
Vehicle Act are accelerating the implementation of relevant technical standards and regulations, providing
institutional safeguards for the large-scale deployment of ICVs.

At the communication level, the commercial deployment of V2X communication technologies such as C-V2X
and 5G-V2N enables vehicles to establish high-frequency, multi-dimensional real-time data exchange channels
with roadside units (RSUs), cloud platforms, and pedestrian devices. A production vehicle equipped with an
advanced driver assistance system (ADAS) can generate daily structured telemetry data ranging from several
gigabytes to tens of gigabytes using onboard sensors (e.g., inertial measurement units, wheel speed sensors,
GNSS positioning modules, millimetre-wave radars). These data, recorded as high-frequency (typically 10-100
Hz) time-series streams, document the vehicle’s complete driving state and serve as the core information carrier
for reconstructing driving behaviour and assessing driving safety.

However, the explosive growth in data volume also brings unprecedented safety challenges. Identifying
potential dangerous vehicle behaviours from massive telemetry data streams in a timely and accurate manner
has emerged as a key technical requirement for the development of cooperative vehicle-infrastructure safety
systems. Specifically, the safety threats faced by intelligent connected vehicles can be categorized into three
major scenarios: first, human driver operational errors, including hard braking, sharp turning, speeding, and
simultaneous pressing of accelerator and brake pedals (i.e., “pedal misapplication”); second, passive behavioral
instability caused by vehicle mechanical system anomalies, such as yaw instability triggered by steering system
failures; third, emergency avoidance maneuvers triggered by sudden changes in the external environment, such
as emergency braking in response to a sudden cut-in by a preceding vehicle. At the sensor data level, these
three scenarios manifest as anomalous deviations in specific feature dimensions, providing a viable technical
foundation for data-analysis-based anomaly detection methods.

Industrial Value and Application Scenarios of Abnormal Behaviour Recognition. Abnormal vehicle driving
behaviour is a major cause of traffic accidents. According to the World Health Organisation’s Global Status
Report on Road Safety 2023, approximately 1.35 million people die in road traffic crashes worldwide each year,
with over 90% of these deaths directly linked to human driving errors. In China, data from the National Traffic
Safety Administration shows that in 2023, there were about 200,000 road traffic accidents, resulting in over
60,000 fatalities and direct economic losses exceeding 10 billion yuan. Among these, high-frequency accident
causes such as hard braking, sharp turning, speeding, and fatigued driving accounted for over 65% of the total
accidents.

In intelligent connected vehicles, abnormal driving behaviour not only endangers the safety of the vehicle’s
own occupants but may also trigger a chain reaction within a vehicle platoon via V2X communication, leading to
larger-scale traffic safety incidents. For example, during cooperative platooning on highways, if the lead vehicle’s
hard braking is not promptly communicated to following vehicles, it will directly cause rear-end collisions;
at coordinated urban intersections, a single vehicle’s abnormal yaw may trigger emergency broadcasts from
roadside infrastructure, affecting the traffic efficiency and safety of the entire intersection.

From the perspective of industrial practice, abnormal behaviour recognition holds multi-layered application
value:

(1) Proactive accident prevention — by enabling intervention within the warning window (typically ranging
from seconds to tens of seconds) before an anomaly escalates into an accident through real-time
monitoring, it can support enhanced forward collision warning (FCW), lane departure warning (LDW),
and driver monitoring systems (DMS).

(2) Usage-based insurance (UBI) — unlike traditional auto insurance models that rely on static factor pricing,
UBI models leverage behavioural data to achieve precise pricing, positively incentivising safe driving,
and have been widely adopted by major insurers such as Progressive and Allianz.

(3) Commercial fleet management — through driving behaviour scoring systems, it enables real-time
supervision and incentivization of drivers, reducing operational risks, extending vehicle lifespan, and
lowering fuel consumption.

(4) Autonomous driving safety oversight — in L2/L3 autonomous driving scenarios, it can assess the quality
of driver takeover behaviour under human-machine co-driving, providing a decision-making basis for
dynamic allocation of driving authority.
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(5) Regulatory compliance and digital evidence collection — it supports traffic management authorities in
digitally documenting dangerous driving behaviours, providing objective data for violation penalties and
accident liability determination.

In the aforementioned application scenarios, the algorithmic system must simultaneously satisfy constraints
of real-time performance (single inference <100 ms), accuracy (miss rate <5%), explainability (to support
regulatory review), and resource efficiency (adapting to the computing power of onboard embedded platforms),
which imposes comprehensive and stringent requirements on the technical route selection for detection
algorithms.

Opportunities and Challenges of Using Large Language Models for Vehicle Behaviour Analysis. In
recent years, large-scale pre-trained language models such as GPT-5, LongCat-Flash-Lite, and Qwen3.5 have
demonstrated breakthrough capabilities in natural language understanding, logical reasoning, code generation,
and cross-domain knowledge transfer. By pre-training on corpora at the trillion-token scale, these models have
accumulated rich world knowledge and multi-step reasoning paradigms, offering the potential to transform
structured data (such as time-series sensor data) into semantic-level understanding.

In the field of vehicle behavior analysis, large language models possess three core advantages: first, few-shot
and zero-shot adaptation capability, enabling task classification with very limited labeled data through prompt
engineering—a characteristic crucial for scenarios where anomalous data is scarce; second, semantic-level rule
integration, allowing natural comprehension of domain rules without manual encoding; third, powerful multi-
feature correlation capability, leveraging the attention mechanism to capture nonlinear relationships and complex
patterns that are difficult for traditional methods to model.

However, deploying LLMs at the vehicle edge presents fundamental challenges. Taking LongCat-Flash-Lite
(68.5B total parameters) as an example, the computational resources required for a single complete inference
far exceed what an onboard real-time computing platform can provide. Moreover, the procurement cost of
multi-GPU clusters (ranging from hundreds of thousands to millions of yuan) is prohibitive for most OEMs and
suppliers for mass-production vehicle deployment. Even with compression techniques such as quantisation and
pruning, a model with hundreds of billions of parameters cannot achieve millisecond-level inference on a vehicle
SoC with strict power constraints (<30W). Therefore, distilling the decision-making capability of large models
into lightweight models that can be efficiently executed on the edge represents a critical bridge connecting cloud
intelligence with edge-side real-time inference, which is the core motivation of this research.

1.2 Problem Definition and Formal Modelling

Definition of the Abnormal Behaviour Classification Hierarchy. This paper models vehicle abnormal
behaviour recognition as a three-class classification problem, with the classification hierarchy defined as follows:

Level 0, normal driving behavior: The vehicle is in a stable driving state, with gentle acceleration and
deceleration (I4xl < 0.3g and |4yl < 0.2g), reasonable steering amplitude (IYawRatel < 15deg/s), speed change
rate within the normal driving range (ISpeedChangel < 5 km/h per 100 ms), and no brake-accelerator conflict
(BrakeAccelConflict = 0). This level corresponds to the driver’s routine, stable control behaviour and accounts
for approximately 26.3% of the data in this experiment.

Level 1, suspected behavior: The vehicle exhibits operations such as sudden braking (Brake > 0.5 and Ax
< —=0.3g), rapid acceleration (SpeedChange > 8 km/h per 100 ms), or sharp turning (IYawRatel > 20deg/s), but
these operations are still within a controllable range and do not yet pose a direct safety threat. This level can be
regarded as a key intermediate state in the warning system, serving as a precursor to potential risk escalation. In
this experiment, it accounts for approximately 39.2%, making it the most common of the three categories.

Level 2, representing abnormal behavior: The vehicle exhibits extreme operations, including brake-accelerator
conflict (BrakeAccelConflict = 1), extreme yaw (IYawRatel > 40deg/s, exceeding the physical safety boundary),
and sudden speed change (SpeedChange > 15 km/h per 100 ms). This level directly corresponds to accident
risk scenarios and requires immediate triggering of warning or intervention mechanisms. In this experiment, it
accounts for approximately 34.6% of the data.

Formal Problem Description. We define the original telemetry dataset as the mathematical formula shown in
Equation (1):
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N

D={(x.»)_ - 1)

In the dataset represented by Equation (1) (i.e., the original telemetry dataset), x, € R’, denotes the d-
dimensional feature vector of the i-th sample, which contains both raw sensor features and derived features. y, €
0,1,2, represents the corresponding behavior level label, and N denotes the size of the dataset (in this experiment,
N =120,000 teacher-labeled samples).

Under the semi-supervised setting, y; is not known a priori but is obtained as a soft label y; through labelling

by the teacher model. The core task is to construct a lightweight classifier f,, as shown in Equation (2), without
relying on large-scale manual labelling:

fy R —>{0,1,2} . (2)
Thereby, the macro F1 score on the test set is maximised, as formulated in Equation (3):

<2 2FR,
max —
) 3 Zk:o Pk +Rk . (3)

Proof of Lower Bound for Macro-F1: We establish a theoretical lower bound for the Macro-F1 optimisation
objective. Let TP,, FP,, FN, denote true positives, false positives, and false negatives for class k£ € 0,1,2,
respectively. The precision and recall for class & are defined as Equation (4) and Equation (5):

TP,
B=rot )
TP, + FP,
__ 13 <
* TP +FN, - ®
. P 2 kR;f . . . .
The harmonic mean of precision and recall, R satisfies the inequality as Equation (6):
k + k
2BR, .
———2>mini P ,R | . 6
g >R (6)

This follows from the inequality of arithmetic and harmonic means: for any two positive numbers a and b, the

. 2ab
harmonic mean H(a, b) = -
a+b

P, and R, for each class & yields the lower bound as Equation (7):

satisfies H(a, b) > min{a, b}, with equality holding when a = b. Applying this to

lw—2 2PR 12
Macro—F1== Kk > min(P,R
3Zk:0Pk +Rk 3Zk:0 ( k k) . (7)

This lower bound provides a more tractable surrogate objective during the distillation process, penalising
classes with severely imbalanced precision-recall pairs. The bound is tight when P, = R, for all three classes [1].

In Equation (3), P, and R, represent the precision and recall for class & , respectively. The aforementioned task
can be further decomposed into three sub-problems: the coarse screening sub-task, which involves learning a
binary classification function g, as shown in Equation (8):
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The second sub-problem is the knowledge transfer sub-task, which uses the teacher’s soft labels as supervision
information to train the student model, and the lightweight deployment sub-task, which aims to constrain the
model’s parameter count to meet the onboard computing power budget.

1.3 Analysis of Pain Points in Existing Research

A comprehensive literature analysis reveals five core pain points in current research on abnormal vehicle
behaviour recognition and lightweight large model applications:

(1) Severe scarcity of labelled data. High-quality anomaly labelling relies on expert review, which is costly.
Anomalous samples account for an extremely low proportion in real-world data (approximately 24.9%
in the original data of this paper, already higher than most public datasets). This severe class imbalance
hinders effective supervised learning. Existing public datasets (such as UAH-DriveSet, D2-City) are
limited in scale and cannot comprehensively cover typical road scenarios in China.

(2) Insufficient generalisation and accuracy of traditional methods. Rule-based methods rely on static
thresholds, making them difficult to adapt to diverse driving environments. Feature engineering in
shallow machine learning is poorly transferable. Deep learning methods suffer drastic performance
degradation in out-of-distribution scenarios, raising concerns about robustness. Moreover, most existing
research performs only binary classification (normal/abnormal), lacks fine-grained severity grading of
anomalies, and fails to meet the practical need for tiered responses.

(3) Infeasibility of direct deployment of large models at the edge. Large models with tens to hundreds of
billions of parameters exceed the capabilities of embedded in-vehicle systems in terms of inference
latency (>1 second per query), storage (>100 GB), and power consumption (>300 W), making them
unsuitable for real-time inference at the edge. Even with INT4 quantisation, it remains difficult to meet
the real-time constraint of <100 ms.

(4) Lack of an effective bridge for knowledge transfer from large models to small models. Existing
distillation research primarily focuses on standard NLP and CV tasks. There is currently a lack of a
distillation framework specifically designed for structured vehicle telemetry data to transfer knowledge
from large models to lightweight small models. Key engineering challenges include designing effective
textual representations of numerical features, confidence-weighted loss functions, and LoRA adaptation
schemes.

(5) Insufficient research on system integration and deployment feasibility. Existing work mostly focuses
on isolated technical components, such as distillation algorithms or anomaly detection models, lacking
end-to-end validation from raw big data processing to lightweight onboard models. Furthermore, the
engineering deployment constraints for production vehicles—such as ISO 26262 functional safety,
AUTOSAR software architecture, and OTA update compatibility—have not been systematically
addressed.

2 Related Work

2.1 Traditional Machine Learning Methods

Before the rise of deep learning, vehicle behaviour anomaly detection mainly relied on traditional machine
learning methods driven by feature engineering, which can be broadly divided into rule-driven and data-driven
categories.

Rule-driven methods determine anomalies by manually setting thresholds or logical rules. Bagdadi and
Varhelyi (2011) [2] proposed a classic aggressive driving detection method based on a hard braking threshold
(-0.4g); Oliver and Pentland (2000) [3] designed a driving intention recognition system based on Hidden Markov
Models (HMM). Their core limitation is that static thresholds cannot adapt to environmental changes, and when
faced with multi-feature compound anomalies, the rule base is also difficult to maintain.

Statistical anomaly detection methods include Isolation Forest [4], Local Outlier Factor (LOF) [5], and
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One-Class SVM (OC-SVM) [6]. Liu et al. (2008) [4] demonstrated the superiority of Isolation Forest in high-
dimensional scenarios; Hofmockel et al. (2018) [7] compared Isolation Forest with replicator neural networks
under unsupervised settings using real CAN data.

Ensemble learning methods, especially XGBoost [8], are widely used for driving behaviour classification due
to their strong suitability for tabular data. But supervised ensemble methods heavily rely on large amounts of
high-quality labelled data, which creates a bottleneck due to high labelling costs and class imbalance.

TabNet, proposed by Arik and Pfister (2021) [9], is a deep learning method for tabular data that unifies
feature selection and nonlinear modelling through a sequential sparse attention mechanism while providing
interpretability. Compared to traditional GBDT, TabNet demonstrates stronger feature interaction modelling on
structured data and serves as the core model in the coarse screening stage of this paper.

2.2 Deep Learning and Neural Network Methods

With the development of deep learning, neural network methods have made significant breakthroughs in vehicle
behaviour recognition, leading to three major technological streams: sequence modelling, spatial modelling, and
multimodal fusion.

Sequence modelling is represented by RNNs and their variants, such as LSTMs. Li et al. [10] used multi-
sensor data from smartphones to build a stacked LSTM model to recognise driving actions such as turning and
accelerating; Abenezer Girma et al. [11] proposed a bidirectional LSTM combined with an attention mechanism
to predict driver intention at intersections. However, LSTM depends on sequence length, which limits its
applicability in the single-frame feature scenario of this paper, and its high computational complexity hinders
edge deployment.

CNN and GNN represent spatial modelling. Chen et al. [12] proposed a CNN-LSTM hybrid architecture,
achieving 94.3% accuracy in lane-change intention prediction; Mo et al. [13] constructed vehicle interaction
graphs and used graph convolutional networks (GCN) to jointly model trajectory prediction and abnormal
behaviour in multi-vehicle cooperative scenarios.

Multimodal fusion leverages the complementarity of multiple sensor data sources, such as cameras, LiDAR,
and IMUs, to enhance detection performance. In recent years, the self-attention mechanism of Transformer
has demonstrated superior long-range dependency modelling capability over LSTM; deep autoencoders and
variational autoencoders (VAE) provide an alternative for unsupervised anomaly detection, such as the VAE
framework proposed by Song et al. [14], which identifies anomalies through reconstruction error, achieving
performance close to supervised learning methods.

Common limitations of the above methods include poor interpretability, limited out-of-distribution (OOD)
generalisation, and insufficient recall for minority classes in imbalanced scenarios.

2.3 Application of Large Language Models in the Transportation Domain

With powerful language understanding and reasoning capabilities, large language models (LLMs) have seen
increasing application in intelligent transportation systems in recent years, primarily forming three directions:
scene understanding, decision planning, and anomaly detection.

Scene Understanding and Decision Planning: Sha et al. (2023) [15] explored the application of GPT-4 to
autonomous driving scene understanding and found that LLMs can provide reasonable behaviour-planning
suggestions under zero-shot conditions but suffer from hallucinations and insufficient real-time performance. Jin
et al. (2023) [16] proposed the LLM-Driver framework, using the language model as a high-level decision-maker
and validating it in CARLA simulation. Still, the inference latency reached the second level, far exceeding real-
time deployment requirements. The survey by Cui et al. (2024) [17] pointed out that real-time performance and
hallucination suppression are core bottlenecks.

Data Annotation and Knowledge Generation: The potential of LLMs as automated annotation tools has been
widely validated. Cui et al. (2024) [17] found that the Cohen’s Kappa coefficient between GPT-4 and human
annotations reached 88.5%. Cui et al. [18] proposed the DriveMLM framework, which utilises a multimodal
LLM to model the behaviour planning module of an autonomous driving system, integrating driving rules, user
commands, and multi-source sensor information.

Anomaly Detection: Gu et al. (2024) [19] used LVLM for open-set anomaly detection in industrial scenarios,
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supporting few-shot adaptation and interpretable output. Liu et al. [20] fine-tuned LLMs with a small number of
samples to process time-series data from wearable and medical sensors, achieving effective reasoning for various
health-related tasks.

Most of the above works adopt an API-based calling approach, without addressing the challenges of edge
deployment. The distillation framework proposed in this paper is intended to fill this engineering gap.

2.4 Advances in Knowledge Distillation Research

Knowledge distillation was formally proposed and systematised by Hinton et al. in 2015 [21]. By having the
student model learn the teacher model’s soft labels or intermediate feature representations, it transfers the teacher
model’s generalisation knowledge to the student model. Soft labels carry rich inter-class relational information,
enabling student models to learn more fine-grained decision boundaries.

At the methodological level, FitNets [22] extended distillation from the output layer to matching intermediate
feature maps. RKD [23] captures high-order relational structures among samples. CRD [24] enhances distillation
through contrastive learning. PKD [25] designed a hierarchical distillation strategy for BERT-like models,
achieving 60% parameter compression while maintaining 97% performance.

Low-Rank Adaptation (LoRA) [26] was proposed by Hu et al. in 2022. By performing low-rank
decomposition on weight matrices, it constrains parameter updates to a low-dimensional subspace, achieving
performance comparable to full fine-tuning while only training 0.1% to 1% of the parameters. LoRA has become
the de facto standard for Parameter-Efficient Fine-Tuning (PEFT) and is widely used for domain adaptation
of mainstream open-source LLMs such as LLaMA [27] and Qwen [28]. This paper adopts LoRA instead of
full fine-tuning because: with 119,000 training samples, full fine-tuning (involving approximately 3.4 GB of
parameter updates) risks catastrophic forgetting, whereas LoRA’s low-rank constraint preserves pre-trained
language capabilities while effectively learning task-specific classification boundaries.

In the field of LLM knowledge distillation, advances such as MiniLLM [29] have emerged, which
transfers knowledge from large LLMs to small LLMs by minimising the reverse KL divergence, significantly
outperforming the forward KL distillation baseline on instruction-following tasks. DistiLLM [30] explores
sequence-level distillation, progressively optimising the student model’s generated sequences to improve
performance. Ko et al. (2024) [30] validated the superiority of compact distillation on multiple language
understanding and generation tasks.

Domain-specific distillation has been successfully applied to fields such as medical diagnosis [31], financial
risk control [32], and code generation [33], demonstrating that domain knowledge from large models can be
effectively transferred to lightweight specialised models. However, research on LLM distillation for structured
sensor data remains unexplored—existing work focuses on natural language or image modalities. How to
effectively integrate tabular telemetry data into the prompt-response paradigm of LLMs to achieve high-quality
knowledge transfer is a key technical challenge.

3 System Model

3.1 Overall Framework Design

The proposed abnormal behaviour recognition framework for intelligent connected vehicles employs a four-stage
cascaded architecture of “coarse screening — fine labelling — distillation — inference.” Its overall design follows
three core principles:

(1) Decoupling large model annotation from lightweight inference, where the teacher model participates only
in the offline data preparation stage, while the student model entirely handles the inference stage.

(2) A dual strategy of TabNet-based coarse screening and 1:1 balanced sampling is used to ensure data
quality in two stages, controlling the cost of the teacher API while guaranteeing anomaly coverage and
class balance in the training data.

(3) Parameter-efficient fine-tuning is performed using LoRA, updating only about 0.3% of the parameters,
thereby achieving task adaptation while preserving pre-trained language capabilities and avoiding
catastrophic forgetting caused by full-parameter fine-tuning.
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Fig. 1. Intelligent connected vehicle abnormal behaviour recognition framework design diagram

Fig. 1 is the design diagram of the abnormal behaviour recognition framework for intelligent connected
vehicles. The complete processing flow of the abnormal behavior recognition framework depicted in Fig. 1 is
as follows: Step A is responsible for data preprocessing and feature engineering; Step B trains a TabNet binary
classifier for coarse screening; Step B1 performs 1:1 balanced sampling; Step C calls the LongCat-Flash-Lite
teacher model to complete three-level fine labeling; Step D uses the teacher labels as supervisory signals to
perform LoRA distillation on Qwen3-1.7B; Step E evaluates the performance before and after distillation on
a unified test set. The entire pipeline is completed on cloud servers, and only the student model after Step E is
deployed to the in-vehicle inference environment.

3.2 Dataset Description and Feature Engineering

Characteristics of the Original Dataset. The original dataset used in this experiment originates from real
vehicle telemetry records. The raw file is approximately 11 GB in CSV format and contains about 82,824,240
time-series records, obtained by concatenating data from multiple trips and vehicles. Each record corresponds
to a sensor snapshot at a given timestamp and includes the following 23 raw fields: Device ID (Device), Trip ID
(Trip), Timestamp (Time), Accelerator Pedal Position (AccelPedal), Altitude (Altitude), Available Space Left
(AvailableLeft), Available Space Right (AvailableRight), Longitudinal Acceleration (Ax), Lateral Acceleration
(Ay), Left Lane Boundary Distance (BoundaryLeft), Right Lane Boundary Distance (BoundaryRight), Brake
Pedal Position (Brake), Cruise Control Status (CruiseEngaged), Cumulative Distance Traveled (Distance), GPS
Heading Angle, Latitude (Latitude), Longitude (Longitude), Number of Forward Targets (NumTargets), Forward
Target Distance (Range), Forward Target Relative Speed (RangeRate), Vehicle Speed (Speed), Turn Signal Status
(TurnSignal), and Yaw Rate (YawRate).

The dataset covers various typical driving scenarios, including urban, highway, and suburban roads, and
exhibits strong behavioural diversity. At the same time, the data also spans multiple seasons and weather
conditions over its temporal coverage, thus reflecting the statistical characteristics of real driving environments.

Given memory constraints—specifically, even on a server configured with 256 GB of RAM, loading an 11 GB
CSV file at once could cause memory pressure—a chunk-based reading strategy was adopted in the experiment.
Using this strategy, random sampling was performed on the original dataset at approximately 1.21%, yielding
1,000,000 records. This sample size is sufficient to cover the core statistical characteristics of the data while
ensuring data adequacy for subsequent model training.
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Feature Extraction and Derived Feature Design. Feature engineering, a crucial foundational component of
this framework, directly affects the quality of both TabNet coarse screening and distillation training. Based on
the original 18 numerical features, the following four types of derived features were designed, expanding the
effective feature dimensionality to 21 (the dimensionality used for TabNet training) and the total number of
columns to 27 (including index columns in the fully processed data):

(1) Acceleration Magnitude (AccelMagnitude): The resultant acceleration magnitude is calculated by
combining the longitudinal and lateral accelerations, reflecting the total acceleration intensity of the
vehicle in the two-dimensional plane. This is particularly effective for capturing compound behaviours
such as hard acceleration, hard braking, and sharp turning, as shown in Equation (9).

AccelMagnitude = , [sz + A yz . 9)

(2) Speed Change (SpeedChange): The first-order difference of the speed time series is computed to
obtain the rate of change of speed, which directly reflects the intensity of acceleration and deceleration
behaviour, as shown in Equation (10).

SpeedChange(t) = Speed (t) — Speed (t — 1) ) (10)

(3) Lateral Acceleration (LateralAccel): By combining the yaw rate and vehicle speed, the centripetal
acceleration experienced by the vehicle in a curve is estimated, which is a key feature for identifying
aggressive steering behaviour, as shown in Equation (11).

LateralAccel =

-——-YawRate . (11)

(4) Brake-Accelerator Conflict Indicator (BrakeAccelConflict): A Boolean feature that equals 1 if both the
brake pedal position and accelerator pedal position are greater than zero simultaneously, and 0 otherwise.
It is a clear discriminant feature of the extreme abnormal behaviour of “two-footed driving.” In real data,
its occurrence rate is extremely low (approximately 0.17%), but its accuracy is extremely high, as shown
in Equation (12).

{1 (Brake > 0) A (AccelPedal > 0) (12)

BrakeAccelConflict =
0 otherwise

Data Quality Assessment and Standardisation. After loading the dataset, all numerical columns contain only
zeros for missing values, and the data quality is reasonably good. Given the significant differences in feature
scales—for example, typical features such as Speed fluctuate between 0—150 km/h while YawRate ranges from
-180 to 180 °/s—feeding them directly into TabNet would allow large-scale features to dominate model training.
Therefore, Z-score standardization (i.e., StandardScaler) was applied to the features before training, as shown in
Equation (13), where # and ¢ are the mean and standard deviation of the training set features.

x'= : a3

Regarding distribution characteristics: In the binary pseudo-labels generated by rule-based and statistical
threshold methods, normal samples account for 75.1% (751,257 records) and abnormal samples for 24.9%
(249,587 records), resulting in an approximately 3:1 imbalance, which is the main reason for performing the B2
balanced sampling step.
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3.3 Teacher-Student Framework Design

Teacher Model Selection and API Integration Strategy. This paper selects the LongCat-Flash-Lite series
of large models as the teacher model, using an HTTP interface compatible with the OpenAl API for specific
invocations. The LongCat-Flash-Lite model, with its strong Chinese comprehension, robust structured data
analysis, and reliable instruction-following performance, is well-suited for the semantic classification of sensor
data that incorporates domain-specific knowledge.

In terms of prompt engineering, this paper adopts a two-layer structure consisting of a System Prompt and
a User Prompt, using carefully designed prompt templates to guide the model to act as an “expert in vehicle
abnormal behaviour detection,” classifying driving behaviour into three levels.

The User Prompt relies on the sample to text() function to convert numerical feature vectors into structured
natural language descriptions, such as data like AccelPedal = 0.15, enabling the model to process numerical
features through natural language reasoning. For concurrent invocation, a ThreadPoolExecutor with 10 threads
is used to batch-process annotation requests, with actual measured throughput of approximately 14-16 items per
second. The teacher model’s output consists of two fields: a grade integer label and a confidence floating-point
weight, which together form the soft-label supervision signal for knowledge distillation.

Student Model Selection (Qwen3-1.7B). The student model for this chapter’s experiments is Qwen3-1.7B,
the 1.7B-parameter lightweight version from Alibaba Cloud’s Tongyi Qianwen series. The main reasons for its
selection include the following four points:

(1) Appropriate parameter scale. The 1.7B parameters require approximately 3.4 GB of VRAM when stored
in FP16 precision, and after INT4 quantisation, can be compressed to around 1.0 GB; with a production-
grade in-vehicle computing platform such as the NVIDIA Orin NX with 100 TOPS INTS, inference
latency can be controlled within 50-80 ms at this parameter scale, satisfying real-time requirements.

(2) Optimised architecture. The Grouped Query Attention (GQA) mechanism significantly reduces KV
cache usage during inference, and, with Rotary Position Embedding (RoPE), it supports sequence length
extrapolation, adapting to feature descriptions of varying sample lengths.

(3) Bilingual Chinese-English capability. It possesses good semantic understanding of the textual
representation of mixed Chinese-English sensor data, correctly parsing inputs of the form “Speed=85.3,
YawRate=12.7.”

(4) Instruction following. After large-scale instruction fine-tuning, Qwen3-1.7B already has basic
classification instruction-following capability in a zero-shot setting, providing a good foundation for
subsequent distillation.

Distillation Objective Function Design. Let the textual representation of the feature vector of the i -th sample
in the training set be s,, with its teacher label as ¥, € 0,1,2 and corresponding confidence as c¢; € [0,1]. The student
model f,, given a prefix text p,, generates the predicted label J, in an autoregressive manner. The distillation
process uses a confidence-weighted cross-entropy loss function, as shown in Equation (14):

£(0)=-—

B aleh (5 =5lp) . a4)

train

Here, F, ( V.= | p,-) represents the student model’s predicted probability for the target token given the prefix

p:. This loss computes gradients only for the response part—i.e., the label tokens (“07, “1”, “2”)—while the
prompt tokens are masked by setting their labels to -100. This prevents the model from optimising over fixed
prompt tokens, ensuring that parameter updates focus more effectively on learning the task-relevant classification
decision boundary.

Among them, two definitions stand out: the first is the Gradient of Confidence-Weighted Distillation Loss. Let
the logits (pre-softmax outputs) of the student model for the i-th sample be z= (z,, z;, z;,), and let the predicted
probability for class k& be Equation (15):
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EXplZ; «
P, (k|p,) = softmax(z,), =# . (15)
> exp(z,)

The gradient of the confidence-weighted cross-entropy loss with respect to the logit z;, is Equation (16):

oL C (i1~
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Where 1[-] is the indicator function and N = |D,,;,|.
Proof: The standard derivative of the cross-entropy loss with respect to logits is Equation (17):

=(~1og &, (3|p.)) = B (K|p,)-1[3, =] . a7

Zik

Multiplying by the confidence weight c; yields the stated result.

This gradient formulation reveals the mechanism by which confidence weighting suppresses labelling noise:
high-confidence samples (c¢;— 1) contribute full gradient magnitudes, while low-confidence samples (¢; — 0)
have their gradients adaptively attenuated, providing inherent robustness against uncertain teacher annotations
[21].

The second definition that draws attention is LoRA (Low-Rank Decomposition). For any pre-trained weight
matrix W, € R*“" in the Transformer architecture, LORA constrains its update AW to a low-rank factorization as
Equation (18):

AW = BA, where Be R, 4e R™" r <<min(d,,.d,) . (18)

The forward pass with LoRA becomes 4 = Wyx + BAx. The number of trainable parameters per projection
layer is reduced from d,, - d;, to r(d,,,+ d,,). In our configuration with » = § and Qwen3-1.7B’s hidden dimension

d s = 2048, the compression ratio per projection layer is Equation (19):

d, d, 2048x2048 4,194,304
= = =128:1 (19)
r(d,, +d,) 8x(2048+2048) 32,768

out

With all 7 linear projection layers (q_proj, k_proj, v_proj, o_proj, gate proj, up_proj, down_proj) across L =
24 Transformer layers being adapted, the total trainable parameters are approximately as Equation (20):

OLopn =LxTxrx2d, . =24xTx8x4096 5.5x10° . (20)

model
This accounts for approximately 0.32% of Qwen3-1.7B’s total of 1.7 billion parameters [26].

Convergence Analysis of Distillation Training. In terms of convergence, this paper focuses on the convergence
guarantee under SGD with Cosine Annealing. Consider the confidence-weighted loss £(6) optimized via stochastic
gradient descent (SGD) with cosine annealing learning rate scheduling. Assume:

(1) (A1) L(#) is -smooth: IVL(G,)=VL@E)I < L 16,— 6,|l for all 6,, 6,.

(2) (A2) The stochastic gradients are bounded: ]E[H VL. (0) ||2] < G? for all 6.

(3) (A3) The learning rate schedule satisfies #, = 7, - cos(%}
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Then, the expected minimum gradient norm after 7 steps satisfies Equation (21):

min

LO)-£ LG >
T

E[IIVL©O)IP]< L
t=0 nt =0 77:

21

t€[0.7]

With the cosine schedule, 21077, =0, and Y., n’ =0(n.T), yielding an overall convergence rate of

o(l/ Jr +1/T) =0(1/ Jr ), which guarantees convergence to a stationary point of the loss landscape [34].

The result follows from standard non-convex SGD analysis. Using the L-smoothness property, we bound the
per-iteration expected decrease as in Equation (22):

L 2
E[£©,)]< L£©O)-n,|VLO)| +%G2 : 2)
Telescoping this inequality from 7 =0 to 7 and rearranging yields the stated bound.

3.4 Complete Algorithm Flow

Step A is data preprocessing and feature extraction. Its core objective is to extract a high-quality feature matrix
from the 11 GB raw telemetry data, thereby providing input for subsequent modelling. The specific processing
operations include:

(1) using a chunked reading strategy with a chunk size of 50,000 rows per chunk, performing cumulative
random sampling to reach 1 million records—actual count 1,000,844, sampling ratio approximately
1.21%;

(2) for all numeric columns, using the median of each column to impute missing values; although there were
no actual missing values in the experiment, this step is retained.

(3) calling the extract features() function to compute four derived features: AccelMagnitude, SpeedChange,
LateralAccel, and BrakeAccelConflict;

(4) finally outputting the sampled dataset with shape (1,000,844, 27) and size approximately 1.2 GB.

Step B is TabNet binary coarse screening, which performs binary coarse screening in two phases: the first step
relies on the generate binary labels() function to generate pseudo-binary labels based on statistical methods, i.e.,
setting normal to 0 and anomaly to 1; the second step trains a TabNet classifier to learn the decision boundary
between normal and anomaly on the pseudo-labelled data.

Regarding the architecture parameter configuration of the TabNet binary classifier: n_d=32, i.e., decision step
dimension, n_a=32, i.e., attention embedding dimension, n_steps=3, i.c., number of sequential steps, gamma=1.3,
i.e., feature reuse factor, n_independent=2, i.e., number of independent GLU layers, n_shared=2, i.e., number
of shared GLU layers. During training, the dataset is split 80%:20%, the maximum number of training epochs
is 50, the batch size is 8192, the early stopping patience is 10, and CUDA acceleration is used. After training
completes, TabNet performs inference on the full 1 million records and outputs the corresponding tabnet binary
predicted labels, which serve as the basis for subsequent balanced sampling.

Step B2 is 1:1 balanced sampling. The business processing logic of the balanced sampling() function is
implemented as follows: it first extracts all 236,291 TabNet-labelled anomaly samples. It randomly selects an
equal number of 236,291 samples from the 764,553 normal samples. After merging the two, a 1:1 balanced
candidate set with 472,582 records is generated and saved as the balanced sampling file. The specific purpose of
this balanced sampling is not only to ensure 100% coverage of all anomaly samples to avoid omission, but also
to eliminate the impact of class imbalance on subsequent teacher labelling and distillation training.

Step C is the LongCat-Flash-Lite teacher model’s fine-labelling. In this stage, for the 472,582 records in
the balanced candidate set, 120,000 samples are selected for three-level semantic labelling. If the sample size
exceeds the upper limit, stratified sampling is performed. The labeling process is as follows: first, the sample to
text method is used to convert the feature vector into structured text description; second, a two-layer prompt is
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constructed to guide LongCat-Flash-Lite to output JSON format, i.e., data including grade and confidence; then,
ThreadPoolExecutor is employed to open 10 threads for concurrent API calls, and a progress log is recorded
every 50 samples processed; meanwhile, regular expression parsing is used to extract grade and confidence
from the JSON object returned by the API; these pieces of information are then backfilled into the df balanced
dataframe, and a new dataset is saved. Among these, 120,000 samples have teacher label annotations, while
352,582 are unannotated. If API calls fail (with approximately 2%—-5% probability), the tabnet binary label is
used as a fallback, and the confidence is set to 0.5.

Step D is LoRA knowledge distillation fine-tuning. Using the teacher labels as the supervisory signal, LoRA is
employed to perform parameter-efficient fine-tuning of Qwen3-1.7B. In terms of the scope of LoRA application:
target modules include all linear projection layers in the Transformer, thereby ensuring that every component of
the model can adapt to the task. The LoRA-related parameters are set to rank r=8, scaling factor lora alpha=32
(i.e., an equivalent learning rate scaling ratio of 4), and dropout=0.1. At this point, the number of trainable
parameters is approximately 0.3% of the total 1.7B parameters, covering roughly 5.1 million parameters. The
specific training hyperparameter settings are: epochs=20, per device batch=4, and gradient accumulation=16
(i.e., an effective batch size of 64), together with Ir=2e-5, warmup ratio=0.1, cosine scheduling, weight
decay=0.01, and FP16 mixed precision.

Regarding the data construction for the distillation training VehicleDataset class: for each sample, a training
instance is constructed in the form of “Classify vehicle behavior: {feature text} Grade: {label}”; furthermore,
the prompt part, i.e., “Classify vehicle behavior: ... Grade:”, has its labels set to -100, and loss calculation
is performed only on the response part—namely “0”, “1”, or “2”. In this way, gradient updates focus on the
classification decision rather than memorising the prompt. Sequences are truncated to max_length=128 and
padded to equal length to support batch processing.

In the evaluation and comparison of Step E, the simulation experiment selects a fixed test set with 1,000
samples for unified evaluation. The test data split is primarily stratified: Grade 0 has 263 samples, Grade 1 has
392 samples, and Grade 2 has 345 samples. The evaluation targets the zero-shot original Qwen3-1.7B model and
the LoRA fine-tuned model. The metrics used include Accuracy (i.e., overall accuracy), Macro-F1 (i.e., macro
average), Macro-Precision, and Macro-Recall. The evaluation results are persisted in evaluation_results.json, and
a confusion matrix plot is generated for visual analysis.

3.5 Complexity Analysis and On-Vehicle Deployability

Algorithm Complexity. In Step A, the time complexity is O(N, d), where N is 1 million and d is 27. Processing
on a single machine takes approximately 60 seconds. For Step B, the training complexity of TabNet is
approximately O(E - [Nrain/B] - d - n,- nteps), requiring about 20 minutes with CUDA hardware acceleration.
Regarding Step C, since teacher annotation is constrained by API throughput, processing 120,000 samples takes
approximately 2 hours with 10 concurrent threads (approximately 16 items per second). As for Step D, LoRA
training takes roughly 11 hours on a single 4090 GPU. The final Step E is the inference testing phase: performing
inference on 1,000 distilled samples takes about 5 minutes, equivalent to approximately 300ms per sample.

On-Vehicle Inference Latency Analysis. When using an onboard computing platform equipped with NVIDIA
Orin NX delivering 100 TOPS INTS, the estimated inference latency for Qwen3-1.7B after INT8 quantisation
falls within the range of 50—80ms per inference (with seq len = 128), which meets the 100ms real-time
requirement. If INT4 quantisation or TensorRT optimisation is further applied, the latency can be reduced to
below 30ms.

Storage and Compute Constraint Analysis. Qwen3-1.7B in FP16 mode consumes approximately 3.4 GB
of VRAM; after INT4 quantisation, it is roughly 1.0 GB, enabling operation on a vehicle GPU with 4 GB of
VRAM. The LoRA adapter file size is approximately 20-50 MB and can be updated independently via OTA,
eliminating the need to redeploy the full model. Regarding power consumption, a single inference in INTS8
mode consumes approximately 0.5 TOPS of compute, accounting for only 0.5% of the Orin NX’s total compute,
thereby providing ample headroom to support concurrent execution of other perception algorithms.
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4 Simulation and Result Analysis

4.1 Experimental Environment and Configuration

This simulation experiment was conducted on a local computer, and the specific hardware and software
environment are shown in Table 1.

Table 1. Hardware and software environment used in the simulation experiment

Category Component Version/Notes
Hardware platform GPU NVIDIA GeForce RTX 4060 Laptop GPU
CPU 13th Gen Intel® Core™ i513500HX
Software environment CUDA 11.8
cuDNN 8.7
Python 3.9.16
PyTorch 2.0.1 +cull8
Transformers 4.38.0
PEFT (LoRA Implementation) 0.7.1
pytorchtabnet 4.0.0
scikitlearn 132
pandas 2.0.3
numpy 1.24.3
matplotlib 3.7.2
Experiment reproducibility Global Random Seed 42 (np.random.seed(42))

4.2 Dataset Characterisation

The dataset selected for this experiment originates from real driving telemetry records of intelligent connected
vehicles and primarily exhibits the following typical statistical properties:
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Data scale and temporal characteristics. The total number of raw records is 82,824,240. After 1.21%
stratified random sampling, the working set consists of 1,000,844 entries. The data are composed of
multiple independent trips from several vehicles. Within each trip, the time-series records exhibit
temporal correlation, with adjacent frame intervals of approximately 10—-100 ms, but are statistically
independent across trips. The experiment does not leverage temporal context; instead, each frame is
processed independently, which is one of the reasons for the performance bottleneck discussed later.
Statistical distributions of core features. The vehicle speed (Speed) distribution is approximately normal,
with a mean of about 65 km/h and a standard deviation of about 35 km/h, covering the full range from
standstill (0 km/h) to highway speeds exceeding 130 km/h. The yaw rate (YawRate) distribution is
heavily concentrated near zero, with a standard deviation of about 5°/s; extreme values, i.e., |YawRatel>
40°/s, account for roughly 0.5% of the data. The accelerator pedal opening (AccelPedal) exhibits a
bimodal distribution: a peak near 0 corresponds to coasting or braking states, and a peak in the 0.3—0.7
range corresponds to normal acceleration. The brake pressure (Brake) is highly right-skewed: over 75%
of samples have Brake = 0, meaning no braking; extreme braking (Brake > 0.8) accounts for about 2.3%.
Validation of derived features’ effectiveness. The BrakeAcceConflict feature identifies 1,732 simulta-
neous-pedal-application samples, constituting 0.17% of the data, among which 94.7% are ultimately
labelled as Grade 2 (anomalous) by the teacher model, confirming its high discriminative power for
extreme anomalies. In Grade 2 samples, the LateralAccel feature has a mean of 41.2 m/s?, significantly
higher than the mean of 12.3 m/s? in Grade 0 (p < 0.001), a difference that is highly statistically
significant.

Class distribution and imbalance characteristics. The binary pseudo-labels defined by rules and statistical
thresholds yield 75.1% normal and 24.9% anomalous, an approximately 3:1 imbalance. In the 1:1
balanced candidate set produced by balanced sampling, the teacher model’s three-class annotation
results are Grade 0: 26.3%, Grade 1: 39.2%, and Grade 2: 34.5%—a relatively balanced distribution that
facilitates the training of a multi-class model.
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4.3 Step A: Data Preprocessing Results

Step A took about 18 seconds to load the data and about 60 seconds to complete feature extraction. Main
outputs: Data size loaded 1,000,844 records with 23 original fields, no missing values. After processing by
extract_features(), the data was expanded to 27 columns, adding four derived feature columns: AccelMagnitude,
SpeedChange, LateralAccel, and BrakeAccelConflict. Final data shape (1,000,844, 27). Feature distribution
verification: There are 1,732 samples with BrakeAccelConflict=1, accounting for 0.17%; the maximum
LateralAccel is about 1,800 m/s?, which corresponds to extreme yaw plus high speed combination, 99th
percentile is about 120 m/s?, both within physically reasonable range; SpeedChange shows a symmetric
distribution, 95% of samples are within [-8, +8] km/h, samples outside this range can be considered as candidates
for rapid acceleration/deceleration.

4.4 Step B/B2: TabNet Coarse Screening and Balanced Sampling

Pseudo Label Generation Analysis. The simulation experiment analyzed the overlap rate of different rules:
Rule 2, which is speed Z-score anomaly, has about 38% overlap with the statistical threshold method, meaning
that the abnormal samples identified by both are quite consistent; while the brake-accelerator conflict rule
overlaps only about 5% with the statistical threshold method, indicating that Rule 1 captures specific extreme
behaviors not covered by the statistical threshold method. This complementarity confirms the necessity of the
multi-rule parallel strategy. The statistics for pseudo-label generation rules in the simulation experiment are
shown in Table 2.

Table 2. Statistics of pseudo-label generation rules

Rule/Method Number of identified samples Proportion of total
Rule 1: Brake-Accelerator Conflict 1,732 0.17%
Rule 2: Velocity Z-score > 2.26 50,043 5.00%
Rule 3: Lateral Acceleration Conflict 1,152 0.12%
Rule 4: Yaw Rate > 19.30 deg/s 20,017 2.00%
Statistical Threshold (Z-score of Any Feature > 2.5) 214,224 21.41%
Union (Final Anomaly Label) 249,587 24.94%

TabNet Classifier Training and Performance Analysis. TabNet training spanned 50 training epochs. On a
20% held-out test set, it achieved an overall accuracy of 98.62% and a binary F1 score of 97.15%, demonstrating
outstanding classification performance. The detailed analysis is as follows: For the normal class (Normal),
precision is 0.98, recall is 1.00, and F1 is 0.99; the near-perfect recall indicates that almost all normal samples
were correctly identified, with very few False Negatives for the normal class, demonstrating the model’s high-
confidence ability to recognise normal behaviour. For the anomaly class (Anomaly), precision is 1.00, recall
is 0.95, and F1 is 0.97; a precision of 100% means TabNet rarely mislabels normal samples as anomalous,
i.e., False Positives are nearly zero. However, approximately 5% of anomalous samples were missed (False
Negatives), and these missed samples typically lie in the “grey zone” at the boundary between normal and
anomalous regions. Performing TabNet inference on the full 1 million records yielded 764,553 normal samples
and 236,291 anomalous samples, with anomalies accounting for 23.6% of the total.

Step B2 Balanced Sampling Results. Based on the TabNet inference results, all 236,291 anomalous samples
were retained, and 236,291 samples were randomly drawn from the 764,553 normal samples, creating a balanced
candidate set of 472,582 samples at a 1:1 ratio, saved as data_balanced for teacher.csv. The effectiveness of this
balancing strategy was reflected in the subsequent teacher annotation: with a 1:1 input ratio, the teacher model’s
three-class annotation results (Grade 0: 26.3%, Grade 1: 39.2%, Grade 2: 34.5%) exhibited a relatively balanced
distribution, avoiding the problem of extremely scarce distillation training samples for any single class. At the
same time, compared to directly sampling 120,000 records from the 1 million imbalanced data, the balanced
sampling scheme increased the proportion of Grade 2 in the teacher annotation budget from an expected ~10%
to 34.5%, effectively expanding the coverage of high-risk anomalous samples, which has direct significance for
improving the student model’s recognition capability on Grade 2.
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4.5 Step C: LongCat-Flash-Lite Teacher Annotation Quality Analysis

The teacher annotation step used 10 concurrent threads to call the API, processing approximately 16 samples per
second, and completed the annotation of 120,000 samples in about 2 hours.

Annotation Quantity and Distribution. As shown in Table 3, in the teacher model’s annotation results for
120,000 samples, Grade 0 accounted for 26.30% (31,554 samples), Grade 1 for 39.16% (46,986 samples), and
Grade 2 for 34.55% (41,460 samples).

Table 3. The class distribution of the balanced sampling dataset after re-labeling by the teacher model

Class label Behaviour grade Number of samples Proportion
Grade 0 Normal behaviour 31,554 26.29%
Grade 1 Suspicious behaviour 46,986 39.16%
Grade 2 True anomaly 41,460 34.55%

Total — 120,000 100.00%

The distribution across the three classes was relatively balanced (maximum-to-minimum class ratio
approximately 1.49:1), far superior to the severe imbalance (3:1) of the original data, validating the effectiveness
of the B2 balanced sampling strategy. It is worth analysing in depth that with a 1:1 balanced input (50%
labeled as anomalous by TabNet), the teacher model reclassified approximately 45% of “TabNet anomalies”
as suspicious behaviour (Grade 1), and only about 44% were confirmed as true anomalies (Grade 2). This
distribution reveals the conceptual difference between TabNet’s binary “anomaly” label and the teacher’s three-
class “Grade 2 anomaly”: what TabNet captures is statistical outlier deviation, whereas the LongCat-Flash-Lite
teacher model, through semantic reasoning, identifies driving behavior that truly poses a safety hazard—some
statistical anomalies (such as Speed=0 deviation caused by prolonged parking) do not constitute a driving danger
at the semantic level and were thus downgraded to Grade 0 or Grade 1.

Teacher Confidence and Annotation Quality Assessment. The average confidence of the teacher model’s
annotations was 0.9174, with a standard deviation of approximately 0.08, and the distribution was highly
concentrated in the [0.85, 0.99] range, indicating that the LongCat-Flash-Lite teacher model had high confidence
in its judgments for the vast majority of samples. A cross-analysis of confidence and class shows: Grade 0
samples had the highest average confidence (~0.94), followed by Grade 2 samples (~0.92), and Grade 1 samples
had the lowest (~0.90). The lower confidence in Grade 1 stems from the inherent ambiguity of its “suspicious”
designation. Grade 1 and Grade 2 naturally overlap in the feature space, making it difficult for the model to
provide high-confidence judgments on boundary samples. Low-confidence samples (¢ < 0.6) were mainly
concentrated in the following three scenarios: (1) boundary samples where feature values are near classification
thresholds; (2) composite patterns where multiple feature signals contradict each other; (3) fallback samples
resulting from API response content parsing failures (estimated proportion about 2%—5%).

4.6 Step D: LoRA Distillation Training Process Analysis

The total training time for the distillation fine-tuning step was approximately 11.37 hours, completing 20 training
epochs on a GPU.

Pre-Distillation Baseline (Zero-Shot Inference). Under zero-shot conditions, the output format of the original
Qwen3-1.7B was poorly consistent: with the formatting prompt “Classify vehicle behaviour: ... Grade:”, the
model could output various forms such as “Grade 07, “0”, “The vehicle is in normal driving state”, “Grade: 2”.
The parse failure rate when extracting integer labels via regex matching was about 10%—15%, with failures
uniformly defaulting to the median class (1). This led to a baseline accuracy (0.275) even lower than the expected
value for random guessing in a three-class uniform distribution (0.333).

LoRA Distillation Fine-Tuning Process. The LoRA distillation training framework used the HuggingFace
Trainer, FP16 mixed precision, and gradient clipping to prevent gradient explosion. During the 20 epochs of
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training, the learning rate followed a cosine schedule, starting at 2x10"-5 after a 10% step warm-up and smoothly
decreasing to near 0. An effective batch size of 64 (=4x16 gradient accumulation) struck a good balance between
computational stability and training efficiency. With 119,000 training samples, there were approximately 1,859
gradient update steps per epoch, for a total of about 37,185 steps. Checkpoints were saved every 500 steps, and
the final distilled model was saved locally.

Post-Distillation Inference Test. During post-distillation inference, inference of 1,000 test samples took
approximately 3 minutes, with inference speed slightly slower than pre-distillation (0.092 seconds/sample). The
reason is that the LoRA weights had not yet been merged with the base model; the added LoRA layers introduced
a small amount of extra computation. If merge and unload() is used to merge the LoRA weights into the base
model before deployment, inference speed can be restored to a level comparable to that of the base model.

4.7 Step E: Comprehensive Evaluation Before and After Distillation

Core Metrics Comparison. After distillation, all evaluation metrics achieved consistent improvement. An
item-by-item analysis follows: Accuracy: 0.275 — 0.321, an absolute improvement of 4.60 percentage points
and a relative improvement of 16.73%. After distillation, 321 test samples were correctly classified (compared
to 275 before distillation), with the improvement primarily due to the model’s class prediction distributions
becoming more balanced, thereby reducing misclassification into a single class. Macro-F1: 0.1624 — 0.2468, an
absolute improvement of 0.0844 and a relative improvement of 51.97%. The substantial relative improvement
in F1 (approximately 52%) reflects that before distillation, the model’s classification behaviour was highly
biased towards a specific class (causing the F1 of the remaining classes to be near zero). After distillation, the F1
distribution across the three classes became more balanced, bringing about a substantial improvement in overall
quality. Macro-Precision: 0.2216 — 0.2966, an absolute improvement of 0.0750 and a relative improvement of
33.84%. The improvement in precision indicates that, after distillation, the quality of positive predictions for
each class improved, thereby reducing the False Discovery Rate. Macro-Recall: 0.3431 — 0.3714, an absolute
improvement of 0.0283 and a relative improvement of 8.25%. The relatively smaller improvement in recall
indicates that the model still has considerable room to identify all positive samples in each class, particularly for
Grade 0 and Grade 2, where coverage remains limited.

In-Depth Confusion Matrix Analysis. Based on a sample size of 1,000 under zero-shot conditions, the
pre-distillation confusion matrix showed severe bias in predictions. The overall confusion matrix deviated
significantly from the diagonal and showed a “single-column concentration” pattern, which is the most typical
failure mode of the zero-shot model. With a sample size of 1,000 and LoRA fine-tuning, the post-distillation
confusion matrix showed improvement, with the diagonal elements generally increasing. In contrast, off-
diagonal elements decreased, bringing the prediction distribution closer to the true distribution. Among them, the
recognition improvement was most significant for the Grade 1 class, which had a support of 392 and the largest
training set proportion of 39.16%; improvement was second for Grade 0, with a support of 263 and a training set
proportion of 26.30%; improvement was relatively limited for Grade 2, with a support of 345 and a training set
proportion of 34.55%. This situation is generally consistent with Grade 2’s 34.55% training set proportion and
34.5% test set proportion. Still, the diverse feature patterns arising from Grade 2’s inclusion of multiple types of
extreme driving behaviours increased the model’s learning difficulty.

4.8 Mechanism-Level Deep Analysis

Triple Mechanisms of Distillation Performance Improvement. A deep analysis of why distillation training
yields the above performance gains can be conducted from three aspects:

First layer: Significant improvement in Instruction Following Consistency. When faced with prompts in the
format “Classify vehicle behaviour: ... Grade:”, the zero-shot Qwen3-1.7B produced unstable outputs: sometimes
outputting “0”, sometimes “Grade 0”, and sometimes including the numeric label only after a full analytical
paragraph, causing parsing failures that forced a large number of samples to fall back to the predicted value of
1. All 119,000 distillation training samples adopted a unified response format of “...Grade: [space][number]”.
LoRA fine-tuning effectively constrained the model’s output behaviour, resulting in highly consistent instruction
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following during testing and a parsing success rate close to 100%, eliminating the approximately 10%—15%
format noise present in the zero-shot baseline at the source.

Second layer: Implicit internalisation of domain knowledge (Domain Knowledge Internalisation). Distillation
training enabled Qwen3-1.7B to implicitly learn the judgment logic of the LongCat-Flash-Lite teacher model
on vehicle telemetry data. Specifically, through 119,000 positive samples, the model established feature—label
associations such as “High Brake + Low AccelPedal + Large negative Ax — Hard braking — Grade 1 or 2” and
“BrakeAccelConflict=1 — Dual-pedal pressing — Grade 2”. These associations did not exist in the pretrained
Qwen3-1.7B (the pretraining corpus contains almost no such sequences of sensor numerical values); LoRA fine-
tuning established new activation pathways for these feature—label mappings by updating low-rank matrices.

Third layer: Confidence-Weighted Noise Suppression. The teacher’s average confidence of 0.9174 indicates
that the vast majority of training samples have high-certainty labels (about 87% with ¢ > 0.85), which receive
weights close to 1 in the loss function and provide a clear gradient direction. In contrast, low-confidence samples
(c < 0.6, about 3%—5%) have their weights adaptively suppressed, reducing the negative impact of labelling
noise on parameter updates. Compared to traditional hard-label training (where all samples have equal weight),
this soft-label weighting mechanism achieves more robust convergence on a limited dataset.

Performance Boundaries and Failure Case Analysis. Although the experiment achieved consistent
improvements, the final absolute performance remains relatively limited. The following analyses the main
performance bottlenecks:

(1) Inherent semantic ambiguity of the three classes. The semantic boundary between Grade 1 (suspicious)
and Grade 2 (abnormal) is inherently fuzzy; even the LongCat-Flash-Lite teacher model gave low-
confidence judgments (¢ < 0.7) on some boundary samples. This labelling noise (estimated 10%—15%)
is further amplified when distilled into the student model, hindering the learning of a clear decision
boundary. The theoretical upper bound on performance is approximately limited by the noise in the
teacher’s labels.

(2) Informational limitations of single-frame features. This experiment performed independent classification
on single-frame feature snapshots (one record per moment) without using temporal context within a trip.
For example, a single frame showing “Speed 85 km/h + YawRate=25 °/s” appears suspicious, but if the
preceding and following frames show speeds consistently in the 80-90 km/h range and YawRate in the
20-30 °/s range, it is more likely to be judged as high-speed overtaking (Grade 1); conversely, if the
previous frame had YawRate=5 °/s and it suddenly jumps to 25 °/s, Grade 2 is more likely. The lack of
temporal context is an inherent information bottleneck for single-frame models.

(3) Capacity constraint of LoRA rank. The LoRA configuration with r=8, while significantly saving
computational resources, limits the expressive space of the learnable parameters. For the composite
feature patterns of the 3-class task (7 projection layers x 2 side matrices x 1.7B parameters), a rank-8
low-rank constraint may lead to underfitting. A preliminary estimate suggests that increasing r to 16 or 32
could yield an additional improvement of 2—4 percentage points in F1 on the same training data.

(4) Binary classification noise from API fallback labels. Approximately 2%—5% of API calls failed, causing
teacher label to fall back to tabnet binary (only O or 1, no Grade 2). These binary pseudo-labels
introduced systematic noise into the 3-class distillation, particularly harming the recognition of Grade 2
samples, as some of their training labels were incorrectly set to Grade 1 or Grade 0.

(5) Instability of the zero-shot baseline. The pre-distillation baseline (Accuracy=0.275) of zero-shot Qwen3-
1.7B on the 1,000-sample test set shows randomness, and random fluctuations in the format-parsing
failure rate make this baseline value uncertain by about +1%. The true stable zero-shot performance
under ideal conditions of complete parsing success could reach 0.28-0.30, indicating that the actual
distillation gain (pure knowledge transfer gain on top of format consistency) is about 2—4 percentage
points.

4.9 Engineering Deployment Constraints and Practical Recommendations

In accordance with ISO 26262 ASIL-B, the output should serve as an auxiliary suggestion, with low-confidence
predictions triggering a degradation mechanism. It is recommended to incrementally fine-tune the LoRA adapter
quarterly using newly collected edge cases. Compared to standard NLP distillation, the compression ratio in this
paper far exceeds that of BERT—DistilBERT, explaining the performance gap; compared to direct supervised
training, this approach achieves comparable data efficiency with significantly lower annotation costs. McNemar’s
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test yields p<0.001, indicating a highly significant difference. Future work can improve interpretability through
attention visualisation, expand tertiary samples via data augmentation, and introduce multi-source data to
verify robustness. Total resource consumption includes 20 minutes of TabNet training, 2 hours of API teacher
annotation, and 11.4 hours of LoRA distillation, saving hundreds of GPU hours compared to full inference.
Forward propagation dominates inference latency, with the merged latency expected to drop to 90ms. The false
positive rate is relatively high; it is recommended to adopt a dual-model joint decision mechanism to reduce
it. The primary class boundary is the most ambiguous; a rejection option can be introduced in the future. It is
recommended to establish a confidence-monitoring mechanism that triggers incremental retraining when the
proportion of low-confidence samples exceeds a threshold, and to incorporate it into the OTA update cycle.

4.10 Experimental Conclusions and Analysis

Comprehensive Conclusions of Experimental Results. The evaluation metrics of the LongCat-Flash-Lite
teacher model serve as the reference baseline and are normalised to 1.000, visually showing the comparative
relationships among the four core metrics—Accuracy, F1 Score, Precision, and Recall—between Qwen3-
1.7B before distillation (Pre-Distil) and Qwen3-1.7B after distillation (Post-Distil). The experimental results
demonstrate that, after applying distillation with LoRA, the student model achieved consistent improvement
across all four metrics: Accuracy increased from 0.275 to 0.321 (an absolute improvement of 4.60 percentage
points and a relative improvement of 16.73%), macro F1 increased from 0.162 to 0.247 (a relative
improvement of approximately 52.0%), macro Precision increased from 0.222 to 0.297 (a relative improvement
of approximately 33.8%), and macro Recall increased from 0.343 to 0.371 (a relative improvement of
approximately 8.2%).

Model Evaluation Metrics Comparison

B LongCat-Flash-Lite (Teacher)
101 1.000 1.000 1.000 == Qwen3-1.7B (Pre-Distill)
' = Qwen3-1.7B (Post-Distill)
0.8 1
o 0.6 1
[=]
L]
(%]
0.4
0.2 1
0.0

Accuracy F1 Score Precision Recall

Fig. 2. Distillation results comparison (Using LongCat-Flash-Lite as Baseline)

An analysis of the distribution of improvements in Fig. 2 reveals that among the four metrics, macro F1
exhibits the largest relative improvement (approximately 52%), while macro recall shows the smallest gain
(approximately 8%). This unbalanced improvement pattern is not accidental but has inherent causes: before
distillation, the baseline model suffered from severe prediction bias, concentrating a large number of test samples
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on Grade 1, which drove the F1 scores of the other two classes close to zero and caused the macro F1 (0.162) to
be significantly lower than the theoretical expectation for three-class random guessing (approximately 0.333).
Meanwhile, the high coverage of Grade 1 kept the baseline recall at a relatively high level of 0.343. After
distillation, the prediction distribution became more balanced, and F1 achieved the largest relative improvement
by correcting the class imbalance. At the same time, recall that, given its relatively high baseline, it had limited
room for improvement. It is worth noting that although the distilled student model has made significant progress
relative to the baseline, a considerable absolute gap remains between its metrics and the teacher reference
value (1.000). This phenomenon is highly consistent with the parameter compression ratio of approximately
400:1 (from 68.5B to 1.7B) and constitutes a reasonable expectation in the context of large-scale parameter
compression; it does not invalidate the effectiveness of the distillation approach presented in this paper. A more
relevant comparison is that training Qwen3-1.7B with hard-label direct supervision on the same 119,000 data
samples yields performance comparable to, or slightly lower than, that of the proposed approach. In contrast, our
method incurs significantly lower annotation costs and requires no manual labelling.

Analysis of Performance Drivers. The mechanisms underlying the gains in distillation performance can be
understood in terms of the following three dimensions.

First, the significant improvement in instruction-following consistency constitutes the foundational source of
the distillation gain. Before distillation, the zero-shot Qwen3-1.7B exhibited an approximately 10-15% format-
parsing failure rate on the formatted classification prompt. When parsing failed, it uniformly defaulted to Grade
1, directly suppressing baseline accuracy (its value was 0.275, lower than the three-class random-guessing
expectation of 0.333). All 119,000 distillation training samples adopted a unified “...Grade: [number]” output
format, and the fine-tuning conducted via LoRA effectively constrained the model’s output behaviour, driving
the format parsing success rate during testing close to 100%, thereby eliminating the zero-shot format noise at
the source. The contribution of this mechanism can be corroborated from another perspective. If the baseline’s
format parsing were entirely successful, the true zero-shot accuracy would be expected to lie between 0.28
and 0.30, implying that the additional gain contributed purely by knowledge transfer is approximately 2 to 4
percentage points.

Second, the implicit internalisation of domain knowledge forms the substantive knowledge transfer pathway.
The distillation training process enabled Qwen3-1.7B to successfully establish a series of feature—label activation
pathways within the low-rank matrices of LoRA, such as “high Brake + low AccelPedal + large negative Ax
— hard braking — Grade 1 or 2” and “BrakeAccelConflict=1 — simultaneous pedal pressing — Grade 2,”
thereby effectively bridging the domain gap between the pre-training corpus and vehicle sensor digit sequences
and achieving the implicit internalization of the LongCat-Flash-Lite teacher model’s discriminative logic for
telemetry anomaly detection. These activation pathways did not exist in the generally pre-trained Qwen3-1.7B,
and the distillation process serves as the core mechanism for constructing domain-discriminative knowledge in
this framework without human annotation.

Third, the confidence-weighted noise suppression mechanism enhances the stability of the distillation process.
The average confidence of the teacher annotations reached 0.9174, with approximately 87% of the samples
possessing high-certainty labels (¢>0.85), thereby providing clear gradient directions for the loss function; for
low-confidence samples (c<0.6, accounting for approximately 3—5%), their weights were adaptively suppressed,
effectively reducing the interference of labeling noise in the ambiguous region between Grade 1 and Grade 2 on
parameter updates. Compared to hard-label training, this soft-label-based weighting mechanism achieves more
robust convergence on limited datasets, particularly important for learning to distinguish between suspicious and
anomalous behaviours that naturally exhibit continuous overlap in the feature space.

Limitations and Risks. Although the performance difference before and after model distillation is highly
statistically significant, as evidenced by McNemar’s test result of ¥*=23.5 with p<0.001, several limitations and
potential risks still warrant careful consideration in this work.

First, the absolute performance level is relatively limited and cannot yet support high-assurance applications
independently. After distillation, the student model achieves an accuracy of only 0.321 and a macro F1 of only
0.247, meaning approximately 67.9% of test samples are incorrectly classified; a macro precision of 0.297
implies a false positive rate of approximately 70%, which, if deployed in a real-world setting, would result in
frequent false alarms and driver alert fatigue, failing to meet the functional safety requirements of ISO 26262
ASIL-B for independent decision-making output in anomaly detection.

Second, the information bottleneck of single-frame features fundamentally constrains the ability to learn
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temporal patterns. The experiments in this chapter perform independent classification using single-frame feature
snapshots without leveraging the intra-trip temporal context. The semantic distinction between Grade 1 and
Grade 2 often manifests in the duration and gradient of changes in control behaviour—for example, a sudden
YawRate spike versus sustained high values correspond to distinctly different hazard levels—and a single-frame
model cannot capture such information mechanistically, which is one of the inherent reasons limiting the current
performance ceiling.

Third, the API fallback labels and the LoRA rank constraint introduce the risk of systematic error.
Approximately 2—5% of API call failures cause training labels to fall back to binary pseudo-labels without
Grade 2, introducing systematic noise into the three-class distillation process and thereby negatively impacting
the recognition capability for Grade 2; simultaneously, the LoRA configuration with rank r=8 restricts the
representational capacity of the learnable parameters, and underfitting may occur for certain composite extreme
control behaviour patterns. Preliminary estimates suggest that increasing r to 16 or 32 could yield an additional
F1 gain of 2 to 4 percentage points.

Fourth, the generalisation risk associated with a single-source dataset has not been systematically validated.
This experiment employed data exclusively from a single telemetry system and did not conduct robustness
assessments across sensor specifications, vehicle models, or driving habits. Consequently, the model’s
generalisation ability under data distribution shifts—such as different vehicle brands, extreme weather, or
mountainous road conditions—remains unknown, posing an unknown risk and representing a core safety concern
that must be systematically evaluated before production deployment.

Future Improvement Directions and Engineering Deployment Insights. For edge-side deployment scenarios
in intelligent connected vehicles, the following actionable improvement directions are proposed based on the
experimental findings in this chapter:

(1) Undertake temporal context modelling to improve anomaly detection accuracy. It is recommended to
concatenate features from several adjacent frames as a temporal window input on top of the current
single-frame framework, or to introduce lightweight temporal encoding layers such as 1D convolution
or small-scale temporal attention layers during the LoRA fine-tuning stage, enabling the student model
to capture the duration and change gradients of control behaviors, thereby fundamentally improving the
clarity of the classification boundary between Grade 1 and Grade 2.

(2) Increase the LoRA rank and explore specialised adapter strategies. Raising the LoRA rank from 8 to 16
or 32 expands the parameter representation space of the student model with a controllable increase in
memory usage, alleviating the current underfitting problem. Furthermore, specialised LoRA adapters can
be trained for fine-grained abnormal behaviour types such as hard braking, yaw, and simultaneous brake-
and-accelerator pressing, and a Mixture of Experts (MoE) mechanism can be employed to activate these
adapters dynamically during inference, balancing recognition accuracy and computational efficiency
across fine-grained categories.

(3) Establish a tiered warning and rejection option mechanism to ensure functional safety compliance.
Combine the student model output with the TabNet coarse-screening confidence for joint scoring: if
both models judge an instance as abnormal, trigger a high-confidence warning; if only one judges it as
abnormal, downgrade to a low-confidence warning or log it for review; for Grade 1 predictions with
confidence below a threshold, introduce a Rejection Option that outputs “uncertain” instead of forcing a
classification, thereby meeting the safety requirements for assisted decision-making in anomaly detection
set by ISO 26262 ASIL-B and effectively reducing the false alarm rate.

(4) Establish an OTA incremental update mechanism to cope with data distribution drift. Set up a
performance health-monitoring mechanism that combines prediction confidence monitoring with
anomalous distribution statistics. When the proportion of online low-confidence (¢ < 0.6) samples
exceeds a preset threshold, such as 15%, automatically trigger an incremental retraining process that
uses current data relabeled by the large model to update the LoRA adapter’s parameters efficiently. Each
retraining is expected to take approximately 2 to 3 hours, much less than the initial 11.4 hours. This
process can be incorporated into a regular OTA update cycle, effectively maintaining long-term model
performance stability during vehicle platform iterations and the expansion of operational scenarios.

(5) Implement quantisation and acceleration on vehicle-side chip platforms to meet the real-time
requirements of ADAS. Systematically evaluate the trade-offs among FP16, INTS, and INT4 in terms
of quantisation accuracy and inference speed. After merging the distilled model using the merge and
unload() method, the estimated latency after INT8 quantisation and deployment on the Orin NX platform
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is 50-80 ms; with further TensorRT optimisation, this latency can be reduced to below 30 ms. It is
recommended that during the engineering deployment phase, a dedicated input preprocessing pipeline
be designed for highly discriminative features such as LateralAccel and BrakeAccelConflict to minimize
non-model latency in the end-to-end inference chain, thereby providing reliable computational support
for real-time anomaly warnings in vehicle-road cooperative systems.
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