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Abstract. To address the challenges of construction vehicle detection caused by complex illumination
and severe occlusion in transportation infrastructure scenarios, as well as the requirements for emergency
rescue under sudden hazards, this paper proposes a detection system based on a multi-model decision fusion
architecture. The system adopts a “coarse-screening and fine-inspection” strategy, utilizing YOLOv8 for
rapid global screening to ensure real-time performance. For regions with low confidence, an improved
DPFL-RetinaNet is introduced to perform secondary refined detection. Concurrently, this paper proposes the
Decoupled Polynomial Focal Loss based on Taylor series expansion, which enhances the mining capability
for weak targets through gradient reshaping. Experimental results demonstrate that the proposed system
achieves an APy, of 87.1% on the TCVD dataset, representing an improvement of nearly 30 percentage points
over the standalone YOLOVS. This provides an efficient visual perception solution for construction safety and
emergency rescue in complex environments, effectively balancing detection precision and inference speed.
The proposed Confidence-Guided Cascade Decision System (CG-CDS) effectively addresses the inherent
trade-off between computational efficiency and detection accuracy. By dynamically routing challenging
samples to a specialized fine-grained detector, the system achieves robust performance across diverse
environmental conditions including low illumination, severe occlusion, and complex background clutter.
Extensive ablation studies confirm that each component of the cascaded architecture contributes positively to
the overall detection performance, with the proposed Decoupled Polynomial Focal Loss (DPFL) providing the
most significant improvement for weak target mining.

Keywords: construction vehicle detection, cascaded decision mechanism, YOLOv8, DPFL-RetinaNet, weak
target perception

1 Introduction

With the advancement of the national “Leading Transportation Power” strategy, large-scale infrastructure
construction has become a core engine of economic development. In complex road construction sites, achieving
all-weather and real-time perception of engineering vehicles is of profound significance for the automated
supervision of smart construction sites and emergency rescue dispatching during sudden hazard. Currently,
the field of object detection is dominated by single-stage detectors represented by the YOLO [1] series and
RetinaNet. Due to their advantages in processing speed [2], they have become the mainstream choice for
industrial applications [3]. Numerous researchers have endeavored to refine these algorithms for construction
scenarios [4], such as enhancing monitoring efficiency through lightweight designs or feature fusion [5].
However, existing detection frameworks still face severe challenges in extreme construction site environments.
First, construction environments exhibit an extreme “long-tail distribution,” where targets are sparse and
backgrounds are cluttered, with the vast majority of image regions occupied by non-target objects. Second,
due to drastic lighting fluctuations (e.g., intense nighttime glare or low-light dusk) and severe visual occlusion,
targets often exhibit “weak target” characteristics with blurred features. Although algorithms based on Focal Loss
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attempt to address sample imbalance through weighting strategies, their gradient modulation mechanisms suffer
from mathematical limitations of “tight parameter coupling.” While suppressing massive background noise, these
mechanisms often excessively attenuate gradient information for critical weak targets, leading to “underfitting”
of key samples.

To address these pain points, this paper proposes a cascaded detection system based on multi-model decision
fusion, aiming to break the optimization dilemma between speed and accuracy inherent in single models. The
system innovatively adopts a “coarse-to-fine” serial decision strategy. Initially, the system utilizes the efficient
inference capabilities of YOLOvV8 for a primary scan to rapidly lock onto high-confidence, clear targets. For
regions with low confidence or suspected missed detections, the system automatically activates the DPFL-
RetinaNet, equipped with an improved loss function, for secondary refined detection. By introducing the
Decoupled Polynomial Focal Loss, we reshape the gradient distribution using Taylor series expansion and
explicitly introduce independent decoupling terms. This grants the loss function additional degrees of freedom,
thereby directionally amplifying gradient signals for weak targets without sacrificing background suppression
capabilities.

To verify the effectiveness of the system, we conducted a quantitative analysis on our self-constructed TCVD.
Experimental results demonstrate that the system exhibits extreme robustness when handling weak targets,
particularly achieving an average recall for large machinery AR, of 94%. This cascaded architecture successfully
realizes the objective of “maintaining YOLO-level speed on simple samples while leveraging DPFL’s mining
capabilities on difficult samples.” In summary, our main contributions are as follows:

A “coarse-to-fine” serial decision-making mechanism is designed. By employing the high efficiency of
YOLOVS as a front-end filter to rapidly capture salient targets, the improved RetinaNet is activated only
in suspected regions with low confidence. This approach achieves on-demand allocation of computational
resources, effectively balancing detection speed with emergency response precision.

The gradient distribution is reshaped from the perspective of Taylor series expansion by introducing decoupled
polynomial terms. This method breaks the rigid parameter coupling inherent in standard Focal Loss, significantly
enhancing the model’s feature mining capability for “critical hard samples” under conditions of low-light
illumination and severe occlusion.

Extensive experiments were conducted on the self-constructed TCVD dataset. The results demonstrate
that while maintaining highly efficient operation, the proposed system significantly reduces the rate of missed
detections, providing reliable data support for the automated supervision and emergency assistance of smart
construction sites.

2 Related Work

2.1 Object Detection Research in Construction Scenarios

With the rapid advancement of computer vision, deep learning-based visual perception has gradually superseded
traditional manual inspections, emerging as the core engine for automated supervision in Smart Construction.
Constrained by visual blind spots, fatigue, and subjective oversights, traditional manual inspections struggle
to provide round-the-clock monitoring in complex, volatile, and highly hazardous construction sites [6].
Consequently, early research primarily focused on the most pressing issue: human-machine interaction safety. In
highly dynamic construction environments, frequent spatial intersections between heavy machinery and on-site
personnel serve as the primary catalyst for accidents. For instance, Bao et al [7]. investigated the spatio-temporal
correlation between construction vehicles and workers to mitigate “struck-by-object” and “vehicle-related”
accidents. By constructing a real-time warning model to accurately monitor dynamic collision risks, they not
only facilitated a paradigm shift in safety management from post-accident investigation to proactive prevention
but also underscored the pivotal role of visual perception in ensuring construction safety and enhancing on-site
risk control capabilities.

Subsequently, to adapt to the volatile and visually complex environments of construction sites, Arabi et al
[8]. proposed an end-to-end automated detection system specifically designed for construction vehicles. By
optimizing the feature extraction layers of Convolutional Neural Networks (CNNs), their work successfully
enhanced model robustness, enabling the accurate identification of various engineering machineries under
standard daylight conditions. However, despite achieving significant progress in relatively structured or idealized
scenarios, these methods still face severe challenges when deployed in real-world construction sites. The
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inherent unstructured nature of actual construction environments-characterized by constant dynamic changes and
unpredictable visual noise-leads to three primary perception bottlenecks:

1. Environmental Interference and Visual Degradation: In active smart construction environments, the
continuous generation of airborne particulates, dense dust, and mist significantly degrades the visual fidelity of
captured data. These atmospheric aerosols scatter and absorb light, drastically reducing the overall Signal-to-
Noise Ratio (SNR) of the imaging sensors. Consequently, the high-frequency textural features and sharp edge
gradients of construction vehicles are severely blurred, impeding the model’s ability to extract discriminative
morphological patterns.

2. Severe Spatial Occlusion: Construction sites are inherently unstructured, highly dynamic, and cluttered
environments. Complex, continuously evolving workfaces and randomly piled construction materials frequently
create severe and unpredictable occlusions. This physical obstruction masks critical diagnostic components
of the vehicles (e.g., wheels, mechanical arms, or cabins), leading to a catastrophic loss of holistic semantic
information. Such structural truncation forces detection algorithms to rely on highly fragmented and incomplete
visual cues, which inherently lack representational robustness.

3. Extreme Illumination Variations: To maintain project schedules, construction operations frequently proceed
around the clock, exposing monitoring systems to extreme photometric challenges. Nocturnal operations suffer
from profound low-light conditions that significantly amplify ambient image noise. Conversely, the arbitrary
placement of high-intensity artificial floodlights introduces severe directional glare. This stark contrast creates
high-dynamic-range extremes, resulting in localized regions of severe overexposure (pixel saturation) and
underexposure (deep shadows), which effectively obliterate essential visual evidence.

Limitations of Conventional Approaches: When confronted with these multifaceted and often compounding
extreme scenarios, conventional object detection algorithms exhibit significant vulnerability. Standard models
fundamentally rely on clear, unobstructed visual cues and pristine feature representations. Consequently, under
the aforementioned visual degradations, their feature extraction and representation capabilities deteriorate
sharply. This leads to unacceptably high missed-detection (false negative) rates, rendering traditional standalone
methods woefully inadequate for the stringent, all-weather, 24/7 safety supervision demanded by modern
intelligent construction management [9].

2.2 Single-Stage Detectors and Sample Balancing Strategies

In the field of general object detection, algorithms are fundamentally categorized into two distinct paradigms:
two-stage detectors and one-stage detectors. While two-stage algorithms utilize a separate region proposal
generation step to offer higher localization and classification precision, their prohibitive computational costs,
large memory footprints, and low inference speeds severely hinder their real-time deployment on resource-
constrained embedded edge devices. Conversely, one-stage detectors frame object detection as a single regression
problem, directly predicting bounding boxes and class probabilities. Consequently, advanced one-stage models
like YOLOvS8 and RetinaNet have become the preferred solutions for real-time monitoring tasks, striking an
optimal balance between superior computational efficiency and acceptable detection accuracy [10].

However, one-stage detectors grapple with severe class imbalance during training, where the ratio of positive
samples (construction vehicles) to negative samples (background) is extremely disproportionate. To mitigate
this, Lin introduced the classic Focal Loss [11], which incorporates a modulating factor (1-p,)" to down-weight
easy samples and force the model to focus on hard examples. Nevertheless, Chen [12] compared heuristic
sampling and reweighting strategies, noting that in unstructured scenarios, a singular weighting mechanism
struggles to simultaneously process massive simple backgrounds and extremely sparse “marginal weak targets.”
Although recent works like Generalized Focal Loss, BPR-Net [13] have attempted to improve this, they still
face challenges in extreme illumination. Furthermore, although the latest YOLOvVS significantly improves
performance via the C2f module and multi-scale feature fusion, the phenomenon of feature erasure remains
acute for long-distance or blurry targets due to repeated down sampling. This “feature drowning” effect renders
single models inadequate for targets with extreme scales, providing the impetus for our “coarse-to-fine” cascade
strategy.

2.3 Loss Function Optimization and Taylor Series Application
To break the parameter rigidity of loss functions, researchers have recently explored mathematical tools for
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functional reshaping. In deep learning optimization theory, Taylor series expansion is frequently utilized to
analyze local approximation properties [14]. Jang [15] further proposed a Taylor-expansion-based pipelined
Stochastic Gradient Descent (SGD) method, effectively balancing convergence speed with generalization
capability.

Building upon these works, this paper argues that the fundamental limitation of the standard Focal Loss lies
in its tightly coupled gradient adjustment mechanism, where the suppression of easy background negatives and
the enhancement of hard positives are inextricably bound by the same modulating parameter. This mathematical
rigidity creates a persistent optimization bottleneck: an aggressive hyperparameter setting may succeed in
suppressing the high-entropy background but inevitably risks diminishing the gradient signal for crucial, yet
subtle, hard examples. To resolve this structural limitation, we innovatively introduce Taylor series expansion
into the loss function design. By explicitly incorporating decoupled modulating factors derived from higher-order
Taylor terms, we achieve a flexible gradient re-balancing. This approach allows the network to independently
reshape the loss landscape, directionally amplifying the learning signals for weak target features without
compromising the model’s efficacy in background noise suppression.

2.4 Cascaded Detection Architecture and Hard Example Mining

In the continuous pursuit of an optimal speed-accuracy trade-off, single models often hit a fundamental
performance ceiling: lightweight models are fast due to reduced parameter counts but are prone to missed
detections and false positives when confronted with complex scenes, while massive deep models extract rich
semantics but incur prohibitive computational overheads that struggle with strict real-time requirements. To
break this architectural deadlock, researchers have proposed cascade detection strategies, a concept effectively
utilized in multi-stage architectures like Cascade R-CNN. The core philosophy, rooted in the classic Viola-
Jones framework, involves constructing a serialized decision chain. This hierarchical structure utilizes rapid,
low-cost models to swiftly filter out vast areas of simple, unambiguous backgrounds first, thereby intelligently
concentrating valuable computational resources on the fine-grained discrimination of highly challenging, object-
dense regions.

While early cascade concepts were primarily designed to alleviate severe sample imbalance by rapidly
rejecting easy negative backgrounds, the deep learning era has witnessed an evolution of this paradigm into the
serial combination of heterogeneous models. Instead of simply chaining identical structures, modern approaches
integrate entirely different network architectures to exploit their complementary strengths. As Daraghmi et al.
[16] astutely noted, different architectures possess inherent sensitivity variances across different target scales.
By cascading these heterogeneous models, a system can dynamically leverage the localized feature extraction
capabilities of one network for small targets, while relying on the broader receptive field of another for larger
objects, thereby significantly enhancing overall scale invariance.

Inspired by the principle of heterogeneous complementarity, we construct a novel, dual-stage system that
leverages YOLOVS as a high-speed “coarse screener” to rapidly process and identify over 80% of clear, salient
targets within the scene. For ambiguous, low-confidence, or partially occluded regions where the first stage
struggles, the system automatically activates a secondary RetinaNet module, specifically equipped with our
proposed DPFL loss for refined “hard mining.” Unlike traditional ensemble methods that process the entire
image multiple times, this confidence-guided cascade architecture achieves dynamic computational resource
allocation. By employing targeted second-stage mining only when necessary, it significantly enhances the recall
rate and overall robustness for detecting weak targets, particularly in highly hazardous and poorly illuminated
nocturnal scenarios.

3 Methodology

3.1 System Architecture

To directly address the formidable challenges of weak target detection at road construction sites—which are
continuously exacerbated by drastic illumination variations, highly complex background clutter, and severe
physical occlusions-this paper proposes a novel Confidence-Guided Cascade Decision System (CG-CDS).
Diverging from traditional model ensemble methods that rigidly process data in parallel and incur heavy
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computational overhead, the proposed system employs an adaptive serial decision mechanism. By leveraging
rigorous mathematical hierarchical filtering, this architecture dynamically allocates computational resources
based on target difficulty, ultimately aimed at achieving an optimal trade-off between computational complexity
and detection accuracy in resource-constrained environments.

Let the input image space be Z € R"""*, and the final output of the system be a set of detected objects O =
{(b, ¢, s)}\,, where b,€ R* denotes the bounding box coordinates, ¢, represents the category label, and s, € [0, 1]
is the confidence score. We define the cascade system as a piecewise mapping function.

®: I — O The system consists of two cascaded sub-detectors:

Stage-1 Coarse Screener: Utilizes a YOLOv8 mod, denoted as the function f;
high-confidence, clear targets.

Stage-2 Fine Detector: Utilizes an improved DPFL-RetinaNet [17], model, denoted as the function f,()
designed to mine difficult samples with low confidence [18].

The decision logic is governed by the maximum confidence response of the first-stage detector,

(+), aimed at the rapid recall of

oarse

Smax = maX(S | (b’ < S) < f;aarse ([)) (1)

Defining the confidence threshold as 7, (set to 0.7 in our experiments), the system output ®(/) can be
formulated as:

oD, S 27
D) = {5 o (100 e (IS < (2)

coarse

Where NMS(-) denotes the Non-Maximum Suppression operator, used to fuse detection results from both
stages and eliminate redundant boxes. This mathematical model ensures that the computationally intensive
second-stage network is activated only when a potential risk of missed detection is identified (i.e., low S,,,.),
thereby minimizing the expected inference latency 7,,,, in an expected sense:

E[T,

total

|~T,

coarse

+P(Spax <Tpig) T, 3)

fine

In most routine construction scenarios, the system exhibits exceptional real-time performance due to the low
probability:

P(Smax < Thigh) (4)

Specifically, the proposed system is architected around a dynamically orchestrated, two-stage cascaded
inference pipeline that executes a hierarchical, coarse-to-fine perception strategy as shown in Fig. 1:
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Fig. 1. Overall architecture of the proposed system
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Stage 1: High-Efficiency Preliminary Screener. The raw input image is initially ingested by the YOLOvVS
model, which functions as a high-speed, lightweight global feature extractor. During this primary stage,
the network evaluates the generated detection bounding boxes against a predefined confidence threshold.
If a proposal’s maximum confidence score robustly surpasses this threshold, the instance is classified as an
unambiguous, straightforward target. The system immediately registers and outputs these high-confidence
predictions, implementing an adaptive early-exit mechanism. By preemptively halting further forward
propagation for these easily resolvable regions, the architecture significantly curtails redundant floating-point
operations (FLOPs) and minimizes overall inference latency.

Stage 2: Fine-Grained Hard-Case Resolver. Conversely, when the primary screening stage yields primarily
sub-optimal, low-confidence proposals-typically symptomatic of challenging environmental conditions, complex
spatial occlusions, or heavily degraded feature representations-the system dynamically triggers the secondary
perception branch. These ambiguous regions of interest are selectively routed to the DPFL-RetinaNet module.
Empowered by the customized Decoupled Polynomial Focal Loss (DPFL), this branch is specifically optimized
to untangle intricate foreground semantics from complex backgrounds. The DPFL actively magnifies the
backpropagated gradient responses for these challenging, borderline-misclassified examples, forcing the network
to execute a highly sensitive, secondary fine-grained scan to recover weak targets that the primary stage failed to
confidently resolve.

Ultimately, this conditional, “activation-on-demand” routing paradigm effectively prevents the indiscriminate
application of computationally expensive deep feature mining to simple background areas or obvious targets.
By harmonizing the rapid global screening capability of YOLOVS with the localized, high-precision analytical
prowess of DPFL-RetinaNet, the proposed architecture achieves a superior, state-of-the-art equilibrium between
real-time computational efficiency and high-fidelity detection recall.

The system comprises two serially connected detectors: Preliminary Screener (Stage 1): The input image is
first processed by YOLOVS. If the maximum confidence score of a detection box exceeds the threshold Tconf,
the system identifies it as a clear target and outputs the result immediately, thereby avoiding unnecessary
computational overhead; Hard-case Resolver (Stage 2): If and only if the first stage fails to produce high-
confidence results-suggesting the presence of occlusions or weak features-the system automatically activates
the DPFL-RetinaNet branch. Leveraging the strong gradient response capability of the DPFL loss function
toward hard examples, this branch performs a secondary fine-grained scan. Through this “activation-on-demand”
approach, the system achieves an optimal balance between computational efficiency and detection recall.

3.2 Stage 1: Rapid Screening Based on YOLOVS

Stage 1 is designed to leverage the high efficiency of YOLOvVS to filter out a substantial amount of simple
background. As a current state-of-the-art (SOTA) one-stage detector, YOLOVS introduces the C2f module and an
anchor-free decoupled head. To mathematically formulate its training objective, we decompose the Stage-1 loss
function Ly, into classification and regression components:

£Stagcl = AasLyrr F Avox Letou  AanLorL Q)

Where Classification Loss Ly Varifocal Loss is employed to perform weighted training specifically for high-
quality samples.

Regression Loss Lq,,,: To accelerate the convergence between the predicted bounding box b and the ground-
truth box 4%, the Complete loU(CloU) loss is utilized:

p2 (bctr 2 bfttr )
C2

Le,

o =1—1oU + +av (6)

In this mathematical expression, p denotes the Euclidean distance between the center coordinates of the
predicted bounding box and the corresponding ground truth, effectively measuring their spatial deviation. The
parameter ¢ represents the diagonal length of the smallest enclosing convex box that encompasses both bounding
boxes, serving as a scale-invariant normalization factor to penalize large spatial discrepancies. Furthermore,
the term v is explicitly incorporated as a geometric penalty to enforce the consistency of the aspect ratio. By
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constraining the proportional dimensions of the boxes, this term prevents the network from generating severely
distorted bounding boxes during the optimization process, thereby accelerating convergence.

Distribution Focal Loss (DFL): Complementing the aforementioned geometric constraints, the Distribution
Focal Loss (DFL) is integrated into the regression branch to directly optimize the inherent uncertainty associated
with bounding box predictions. Rather than treating the box coordinates as rigid Dirac delta distributions, DFL
models them as a flexible probability distribution. This advanced formulation enables the network to focus
more effectively on the precise localization of target boundaries, particularly in scenarios where the edges of the
construction vehicles are blurred, heavily occluded, or visually ambiguous.

Computational Resource Allocation: By culminating this highly efficient primary screening phase, the system
successfully processes and filters out over 80% of the non-ambiguous, straightforward samples within the input
stream. This early-exit paradigm incurs minimal computational overhead, thereby strategically conserving
the system’s overall floating-point operations (FLOPs). Consequently, a substantial computational budget
is preserved and dynamically reallocated for the intensive “hard example mining” and fine-grained feature
extraction executed in Stage 2, ensuring that the cascaded architecture operates at peak efficiency without
compromising the detection recall of challenging targets.

3.3 Stage 2: Hard Example Mining Based on DPFL-RetinaNet

When the first stage identifies potential weak targets with a high risk of being missed (e.g., excavators in
nocturnal shadows or trucks obscured by vegetation), the system automatically activates the second stage. The
core innovation of this stage is the introduction of the Decoupled Poly-Focal Loss (DPFL), designed to address
the gradient vanishing (or gradient failure) issue encountered by the standard Focal Loss when processing
“marginal hard samples.”

From the perspective of Taylor series expansion, the standard Focal Loss exhibits certain limitations. In a
binary classification task, let p, € [0, 1] be the model’s estimated probability for the target class. The standard
Cross Entropy (CE) loss is defined as L., = —log(p,). Expanding L, via a Taylor series around p,= 1 yields:

ECE=2}(1—p,>f=(1—p,)+%(1—p,)2+... ™)

The conventional Focal Loss (FL) reshapes these series coefficients by introducing a modulating factor (1-p,)’
to down-weight easy samples:

EFL = _(l_pz )7 IOg(p,) (8)
Taking the derivative of L with respect to p,, we obtain the gradient magnitude:

| oL,
19/

=1-p) |yplog(p)-(1-p)|/p, 9)

t

Our analysis reveals that the gradient adjustment mechanism of Focal Loss is “tightly coupled.” The
hyperparameter y simultaneously governs the suppression of easy samples and the enhancement of hard samples.
When y is increased (e.g., y = 2) to suppress massive background noise, the gradients of samples in the marginal
region (p, € [0.3, 0.6], typical of occluded or low-light targets) are also excessively attenuated. This mathematical
rigidity restricts the network’s ability to extract features from weak targets.

We constructed the second-stage detector based on the RetinaNet architecture. To further enhance its
sensitivity to marginal hard samples, the original loss function was replaced with the proposed DPFL.

If the maximum confidence from Stage 1 is low, it implies two possibilities:

1) the scene is indeed empty;

2) targets exist but possess blurred features due to severe occlusion, long distance, or low illumination,
preventing YOLOVS from extracting sufficient reliable features-indicating a potential risk of missed detection.
To prevent such omissions by the “fast model,” the system automatically triggers Stage 2, feeding the original

281



Weak Target Detection of Road Construction Vehicles via Multi-model Decision Fusion

full image into DPFL-RetinaNet for refined detection. Notably, Stage 2 does not merely reclassify low-score
candidates from Stage 1; instead, it performs a full-image rescan. This is because, in extreme weak-target
scenarios, YOLOVS often fails to generate any candidate boxes at all. By leveraging a more robust Feature
Pyramid Network (FPN) [19] and the proposed DPFL, Stage 2 can mine critical hard samples missed by Stage 1
from the global context.

(10)

Oyoro»  1f max(Syy, ) 27T, (FastResponse)
final = Oresnaver» i Max(Syp,0) <T,y  (Deep Mining)

Through this “activation-on-demand” strategy, the system effectively concentrates its computational power on
the few ambiguous frames encountered. This approach substantially enhances the detection reliability for weak
targets without significantly compromising the average inference speed.

3.4 Core Improvement: Decoupled Polynomial Focal Loss

Although the Focal Loss employed in the standard RetinaNet partially mitigates the extreme foreground-
background class imbalance, its gradient adjustment mechanism relies on a single, “tightly coupled” modulating
factor. This mathematical rigidity inherently restricts the network’s flexibility, hindering the refined mining
of genuinely hard examples such as heavily occluded or low-contrast objects. To address this fundamental
limitation, this paper proposes the Decoupled Poly-Focal Loss (DPFL) based on Taylor expansion theory. The
core concept is the explicit introduction of an independent Polynomial Decoupled Term. By decomposing the
loss function, this term allows us to directly intervene in the gradient distribution, dynamically amplifying the
learning signals for challenging targets without destabilizing the convergence of standard instances.

Theoretical Derivation: In classification tasks, the standard Cross-Entropy (CE) loss can be viewed as the
Taylor series expansion of the prediction error:

o =—log(p,) = Z Y ==p)t(1=p) +3(1-p) +.. (an

The coefficients of each term in the aforementioned series by introducing the (1 — p,)’ factor. Its mathematical
form can be expressed as:

=1 +
L, =—( log(pt 27 _ / 7 (12)
=

However, the internal coefficient adjustment mechanism within the standard Focal Loss suffers from an
inherent “tightly coupled” limitation. From the perspective of Taylor expansion, Focal Loss essentially expands
the cross-entropy loss into an infinite polynomial series. Within this framework, once the core hyperparameter y
is predefined, the weight distribution of all higher-order polynomial terms becomes uniquely and rigidly fixed.
This lack of parameter degrees of freedom restricts the model’s capacity to perform fine-grained and differential
gradient modulation, particularly for “critical hard samples” that dictate the decision boundaries. Consequently,
this rigid mechanism struggles to flexibly distinguish between highly informative hard examples and extremely
difficult noisy outliers, thereby constraining the upper bound of the model’s representational capability.

DPFL Mathematical Formulation: To break the constraints imposed by this polynomial weight coupling
and to achieve a more flexible, highly adaptable gradient modulation in complex training scenarios, this paper
proposes the Decoupled Polynomial Focal Loss (DPFL). The core motivation of our approach lies in decoupling
and reshaping. By explicitly introducing an independent, decoupled polynomial term that operates outside the
rigid control of y, we can directly and proactively intervene in the gradient distribution across different predicted
probability intervals. This novel design not only equips the loss function with the ability to tailor its gradients
according to the inherent data distribution but also precisely amplifies the learning signals of critical hard
samples during backpropagation. Accordingly, we formally define the Decoupled Poly-Focal Loss as follows:
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Ly (p)==a, (1= p,) log(p)+(1-p,) 13)

The formula consists of two components:
Baseline Term:

_at(l_pt )7 log(pt) (14)

Which corresponds to the standard Focal Loss, responsible for fundamental class balancing.

Decoupled Modulation Term: &(1 — p,Y’, which acts as an independent correction term. Here, & represents the
modulation coefficient and / is the power exponent. By setting ¢ > 0, this term significantly amplifies gradient
signals within the “critical hard interval” of p, € [0.3, 0.6], compelling the model to prioritize the optimization of
occluded or blurred vehicle targets.

¢ (Polynomial Coefficient): The modulation coefficient, with a value range in R. When ¢ > 0, it increases the
loss value; when ¢ < 0, it decreases the loss value.

f (Polynomial Power): The power exponent, which controls the sensitivity interval of the correction effect. It
is typically set such that > y to focus specifically on high-error regions.

Gradient Reshaping Mechanism: By taking the derivative of L, with respect to p,, we obtain the following
gradient formula:

a[;&zat(l—pt)y1(;/]og(pt)_l__th—g.IB(l—pt)ﬁ1 15)
pt t
aLDPFL aLFL p-1
=——-¢ p(l-p, 16
b o (1-p.) (16)

The red shaded area illustrates the “hard example mining interval” (p, € [0.3, 0.6]). Within this range,
DPFL significantly amplifies the gradient signal compared to Focal Loss, compelling the model to focus on
optimizing critical hard samples (such as occluded or blurred vehicles) while maintaining the suppression of easy
background samples (p, > 0.8). As shown in Fig. 2, the newly added decoupled polynomial term introduces a
controllable gradient gain.

T ——— Focal Loss
g' ——— DPFL (Ours)
= Gradient Amplification
B 1
[~
=3
B
2
2
[&]
0.0 0.2 0.4 0.6 0.8 1.0

Predicted Probability Pt
Fig. 2. Comparison of gradient magnitudes between the standard Focal Loss and the proposed DPFL

The advantage of DPFL lies in its gradient reshaping capability:

Easy Sample Suppression: As p,—1 (indicating a sample is easily classified), the term (1—p,) — 0. This
ensures that for the vast majority of easy background samples, DPFL maintains the efficient suppression
characteristic of Focal Loss, avoiding the introduction of harmful noise gradients.

Critical Sample Enhancement: For hard samples commonly found on construction sites-such as occluded
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targets where p, € [0.3, 0.6]-the gradient magnitude of standard Focal Loss often decays prematurely. By setting &
> (0, DPFL significantly increases the absolute value of the gradient in this interval (as indicated by the red line in
Fig. 2, forcing the model to continue optimizing these “ambiguous” hard cases.

Flexibility: The parameters ¢ and f§ provide two additional degrees of freedom. This allows the loss function to
adaptively fit the specific long-tail distribution of the TCVD (Transparent Construction Vehicle Dataset), a level
of fine-tuning that standard Focal Loss cannot achieve.

3.5 Gradient Reshaping Mechanism and Mathematical Proof

To demonstrate the effectiveness of DPFL in mining weak targets, we derive its gradient characteristics. Taking
the partial derivative of L, with respect to p,:

6£DPFL a‘CFL a s
— s = / 1 _
o, on, op 0 P 4
Calculating the derivative of the decoupled term:
0 _
—le(-p)1=~¢-p-p)" (18)

op

t

Considering that for positive samples (y = 1), the gradient direction is negative, we focus on the gradient
magnitude (amplitude). Let g, denote the gradient of Focal Loss; the total gradient magnitude of DPFL, | gpps; |,
can be expressed as:

| & (P) F & () |+ B(1 _pt)ﬂ71 19)

For any given positive real parameters ¢ > 0 and f > 1, there exists a probability interval Q, ., = (0,1) such that
within this range, the gradient response of DPFL for positive samples is strictly greater than that of Focal Loss.
We define the gradient gain function as:

AG(p,) = gppr (P | =1 &1 (D)) ] (20)

Substituting the derivative formula above, we obtain:
AG(p)=¢e-p-p)" 21

Since p, € [0, 1] represents the predicted probability, the term (1—p,) is inherently non-negative. Given ¢ > 0
and f > 1, it follows that:

g p=p)" >0, Vp, [0,1) (22)

This indicates that DPFL introduces a positive gradient gain throughout the entire optimization space.
Further analysis of the distribution characteristics of this gain reveals:

For easy samples (p, > 1): limlAG(p,) =0. This demonstrates that DPFL preserves the background
P>

suppression characteristics of Focal Loss, avoiding the introduction of harmful noise gradients.

For weak target samples (p, = 0.3 ~ 0.5): In this range, (1—p,) is relatively large, leading to a significant
increase in AG(p,). By tuning ¢ and § (empirically set to ¢ = 0.5, f = 4 in this study), we can substantially amplify
the gradient signal within specific intervals.

The aforementioned mathematical derivation proves that DPFL can directionally amplify the gradient
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contribution of occluded or low-illumination targets through the decoupled parameters ¢ and S, without
sacrificing background suppression capabilities. This provides a theoretical explanation for the significant
improvements in 4P, (large machinery recall) and 4P;, observed on the TCVD dataset.

4 Experiments and Results

4.1 Datasets and Experimental Settings

The experiment utilizes our self-constructed Traffic and Construction Vehicle Dataset (TCVD). Since this study
aims to balance high computational efficiency for routine monitoring with high recall for critical emergency
scenarios, all individual vehicle categories are mapped to a unified super-class: “Construction Vehicle.” The
dataset is partitioned into training, validation, and testing sets with a ratio of 7:2:1. To rigorously verify the
superior performance and necessity of the second-stage detector in mining hard examples within the proposed
cascaded architecture, we specifically curated four high-difficulty subsets within the test set, as illustrated in Fig.
3. These subsets serve to stress-test the model’s generalization capabilities under conditions of severe occlusion,
extreme low-light, adverse weather, and long-range detection, which are representative of real-world construction
site hazards.

(a) Long-range Detection (b) Complex Background

(c) Low-Light/Dusk (d) Night/Strong Glare (Extremely Hard)

Fig. 3. Examples of typical challenging scenarios in the TCVD dataset

Set-A (Long-range Detection): This subset isolates the challenge of extreme spatial resolution degradation in
wide-angle surveillance footage. As depicted in Fig. 3(a), the construction machinery occupies a negligible pixel
proportion relative to the vast, high-voltage infrastructure and landscape. This set evaluates the model’s ability to
maintain feature representation when objects are distant and miniaturized, effectively testing the perception limits
of the model when spatial context is sparse and high-frequency textural details are missing.

Set-B (Complex Background): This set mimics the high-entropy visual environment of active road
construction, where foreground targets are frequently camouflaged by similar textures. As illustrated in Fig.
3(b), the presence of farmland, water bodies, and raw material stockpiles introduces significant background
clutter that shares spectral similarities with the machinery. It rigorously evaluates the model’s discriminative
ability, specifically its capacity to suppress high-entropy background noise and avoid false positives caused by
morphological similarities between natural elements and industrial equipment.

Set-C (Low-Light/Dusk): This subset captures the transitional visual state of twilight and overcast conditions,
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where feature boundaries become indistinct. As shown in Fig. 3(c), the ambient light level is significantly
reduced, leading to a drastic compression of the dynamic range and blurred object contours. This subset serves as
a critical test for the detector’s stability, examining whether the system can maintain target localization accuracy
when the signal-to-noise ratio (SNR) is low and visual contrast is insufficient for traditional feature extraction.

Set-D (Night/Strong Glare): Representing the most challenging scenario, this set focuses on nighttime
operations dominated by high-intensity, localized artificial lighting. As seen in Fig. 3(d), the presence of intense
searchlight glare creates extreme luminance contrasts, resulting in deep shadows that obscure object details. This
set is the primary benchmark for the DPFL’s gradient optimization capability; it tests the system’s effectiveness
in mining hard examples—specifically those where the foreground target is either washed out by glare or hidden
in deep shadow-under high dynamic range (HDR) and heavy noise conditions.

4.2 Evaluation Metrics

To quantitatively evaluate the detection performance of the cascaded system, this paper adopts a set of
standardized metrics that comprehensively assess both detection accuracy and computational efficiency. Given
that our framework aims to resolve the inherent trade-off between speed and recall, we evaluate the system across
three distinct categories:

Average Recall (4Ry,;.,.): This is the critical metric reflecting system safety and reliability in this experiment.
We place particular emphasis on the recall performance for large-scale machinery (4R,), which is essential for
ensuring operational safety on construction sites.

Average Precision (4Py,,..): AP is the fundamental metric for measuring model accuracy, representing the
area under the Precision-Recall (P-R) curve. It is imperative to ensure the model maintains reasonable precision
while achieving high recall. This study focuses on the average precision at an /oU threshold of 0.5 (4Ps,), as well
as precision metrics categorized by target scales: AP, (small), AP,, (medium), AP, (large).

AP={ p(r)dr (23)

4.3 Quantitative Comparative Analysis

To rigorously verify the structural advantages of our proposed cascaded decision mechanism, we conducted a
comprehensive comparative evaluation between our CG-CDS framework (YOLOv8+DPFL-RetinaNet) and
the standalone YOLOVS baseline model using the self-constructed TCVD dataset. This comparative analysis is
designed to quantify the performance gap between a conventional single-stage paradigm and our confidence-
guided, multi-stage refinement approach. By evaluating both detection accuracy across extreme environmental
conditions and computational efficiency, we aim to validate that the DPFL-RetinaNet branch effectively
compensates for the inherent feature-abstraction deficits of lightweight detectors. The exhaustive performance
metrics, encompassing precision, recall, mAP, and inference speed, are summarized in Table 1.

Table 1. Performance comparison between the proposed cascaded architecture and the baseline model

Method AP, AP AP APy, AP, AR,
YOLOVS 59.3 66.1 273 70.2 63.8 78.0
YOLOv8+DPFL-RetinaNet 87.1 72.5 49.8 70.9 94.1 94.0

The quantitative analysis of the experimental data reveals the performance ceiling of single detectors when
operating under extreme, unstructured conditions. As illustrated in Fig. 4, although the YOLOvS8 model achieves
efficient inference speeds due to its lightweight CSPDarknet backbone, its mean Average Precision (mAP@0.5)
is only 59.3% when processing the TCVD dataset, which serves as a benchmark for typical unstructured
construction scenes. This empirical evidence demonstrates that lightweight models, in their prioritized pursuit
of real-time performance, inherently compromise network depth and feature-representation width, leading to
significant deficiencies in deep semantic abstraction capabilities.
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Fig. 4. Evaluation of detection performance across different metrics

When confronted with the “long-tail distribution” of data prevalent in construction sites-specifically, the
overwhelming density of distant, minute targets (Small Objects) and the prevalence of incomplete targets
severely occluded by scaffolding, vegetation, or mechanical components-single-stage architectures frequently
suffer from ““feature submersion.” Relying solely on a single forward pass, the screening mechanism struggles to
disentangle foreground objects from high-entropy backgrounds within feature maps characterized by extremely
low signal-to-noise ratios. Consequently, this systemic limitation leads to a substantial risk of missed detections
when navigating complex working surfaces, failing to satisfy the rigorous requirements of smart construction
sites, where holistic and reliable element perception is non-negotiable. This notable performance gap underscores
the critical necessity for a more robust, multi-stage perception framework capable of re-evaluating these
challenging instances.

The introduction of the DPFL-RetinaNet as a second-stage hard example miner has facilitated a transition
from quantitative change to a qualitative leap in the system’s overall detection performance. Experimental results
show that the overall AP;, of the system soared from 59.3% to 87.1%, an improvement of nearly 30 percentage
points. This significant performance gain powerfully demonstrates the validity of the “cascade decision
mechanism”: it is not merely a stacking of models, but the construction of a complementary decision chain. The
first-stage network acts as a “filter,” rapidly eliminating simple backgrounds using a high-confidence threshold;
meanwhile, the second-stage network functions as a “specialized solver,” specifically performing a secondary
deep scan on areas where the first stage output low confidence or failed to respond. This architecture successfully
“retrieves” hard samples that were missed by the standalone YOLOvV8 from background noise, achieving a
dynamic balance between detection accuracy and inference speed on edge devices with limited computational
resources.

Benefiting from the gradient reshaping capability of the Decoupled Poly-Focal Loss (DPFL) proposed in
this paper, the system demonstrates excellent robustness in the detection of multi-scale targets. Particularly for
small targets that are easily ignored due to long distances and few imaging pixels, DPFL amplifies gradient
signals within the critical error interval, enabling the system to achieve an AP of 49.8%. For large construction
machinery (Large Objects), the system reached an AP, of 94.1% and an average recall rate (4R,) of 94%. This
recall rate of up to 94% possesses immense practical engineering value, as it strongly supports the “emergency
assistance” functional positioning proposed in this paper. This implies that in the event of sudden hazards such
as landslides or debris flows, the command center can rely on this system to precisely lock onto the vast majority
of potential large-scale mechanical resources for dispatch, maximally avoiding rescue delays caused by visual
perception blind spots. In summary, the cascade architecture successfully realizes the goal of “maintaining
YOLO’s real-time response on simple samples while leveraging DPFL’s deep mining capabilities on hard
samples,” constructing a dual safeguard for construction safety in complex environments.
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4.4 Qualitative Visual Analysis

To intuitively validate the effectiveness of the proposed cascaded detection architecture in mitigating false
negatives, we perform a qualitative visual comparison between the baseline YOLOvVS8 and our CG-CDS
framework across three representative challenging scenarios. These visualizations serve to highlight the distinct
performance gap: while the baseline YOLOvVS suffers from detection omissions due to feature degradation in
unstructured environments, our system systematically rectifies these errors. In Fig. 5, red solid bounding boxes
denote successful detections. The side-by-side comparison reveals that our cascaded mechanism effectively
recovers targets that remain “submerged” in the baseline model’s feature space. This “coarse-to-fine” transition
demonstrates that our architecture does not merely replicate detection; it selectively refines the perception of
occluded or low-contrast instances, thereby providing a robust safety-critical sensing laye that the single-stage
baseline fails to maintain.

Scenario A: Nocturnal Scenes with Extreme Illumination Scarcity. As illustrated in Fig. 5(a), in low-
illumination nocturnal environments, the dynamic range of the image is severely compressed, causing vehicle
contours to fuse with the dark background and creating challenging “weak texture” features. The baseline
YOLOvV8 model struggles in this regime; the extreme compression of the feature manifold, combined with
the gradient vanishing tendencies of standard loss functions under low signal-to-noise ratio (SNR) conditions,
leads to the total omission of the machinery. In contrast, our proposed cascade system demonstrates superior
robustness. Once the first-stage confidence falls below the detection threshold, the system triggers the second-
stage DPFL-RetinaNet. By utilizing the Decoupled Poly-Focal Loss, the system dynamically re-scales the
gradient magnitudes-effectively amplifying the response to subtle boundary features that are otherwise
suppressed. This precise “locking” of the vehicle target from a near-black background validates the system’s
reliability for continuous, all-weather safety monitoring.

Scenario B: Coexistence of Multi-scale Targets and Occlusion. As shown in Fig. 5(b), this scenario presents
a heterogeneous environment featuring both clear, salient targets and distant, blurred instances. The salient
target on the left provides high-confidence features that are successfully captured by the first-stage YOLOVS.
Consequently, the system executes an “early exit” decision, successfully bypassing the second-stage inference
to conserve computational resources. This demonstrates the system’s adaptive computational allocation, where
FLOPs are reserved only for samples that present genuine difficulty. Conversely, for the distant, occluded target,
the system correctly identifies low confidence scores, gating the input to the deeper DPFL-RetinaNet branch.
This hierarchical processing ensures that while high-speed detection is maintained for routine elements, complex
or obscured targets receive the intensive feature extraction required for accurate recall.

Scenario C: Complex Background Interference and “Camouflage” Effects. As demonstrated in Fig. 5(c), the
construction surface is highly cluttered, where farmlands and soil mounds share color and textural distributions
with the engineering vehicles, creating a visual “camouflage” effect. The baseline model is prone to false
positives, unable to discriminate between these high-entropy background structures and the target foreground.
Our cascade system, however, leverages the unique gradient-reshaping properties of the DPFL. By effectively
suppressing the noise gradients associated with irrelevant background elements (such as vegetation and soil
mounds), the DPFL forces the network to concentrate its representational capacity on the discriminative subtle
features of the target. This targeted refinement enables the system to penetrate the “camouflage,” distinguishing
the excavator from the background noise and achieving accurate localization where single-stage methods fail.

These quantitative and qualitative results strongly corroborate the engineering viability and architectural
necessity of the proposed “cascade decision mechanism.” By decoupling the dichotomy between computational
efficiency and detection robustness, our framework preserves YOLOvV8’s high-throughput capability for
routine, high-confidence scenarios while simultaneously establishing an indispensable “safety defense line”
via the second-stage DPFL-RetinaNet branch. This hierarchical design effectively addresses the systemic blind
spots of single-stage detectors in extreme conditions-including low night-time illumination, severe occlusion,
and complex, high-entropy background interference. The system’s ability to “retrieve” high-value targets
that traditionally evade single-stage paradigms effectively minimizes the false negative rate in critical safety
zones. Ultimately, this demonstrates that a confidence-guided cascade architecture is not merely a performance
optimization, but a foundational requirement for realizing all-weather, dead-zone-free, and high-fidelity presence
perception in smart construction environments.
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Fig. 5. Qualitative visualization comparison of the detection system in typical challenging scenarios

4.5 Ablation Study

To rigorously validate the individual contributions of each proposed component within the Confidence-Guided
Cascade Decision System (CG-CDS), we conducted an extensive ablation study on the TCVD dataset. The
ablation experiments were designed to systematically decouple the performance gains attributed to the baseline
architecture, the standard cascade mechanism, and our core mathematical innovation: the Decoupled Polynomial
Focal Loss (DPFL). All models were trained under identical hyperparameter configurations to ensure absolute
fairness in comparison.

Initially, we evaluated the standalone YOLOv8 model, which achieved a baseline 4P, of 59.3% and an AR,
(Average Recall for Large Objects) of 78.0%. When we introduced the vanilla RetinaNet as the second-stage
detector without modifying its standard Focal Loss (denoted as YOLOvV8 + Vanilla-RetinaNet), the system’s
AP, increased significantly to 74.2%, and AR, improved to 86.5%. This 14.9% surge in 4Ps, explicitly validates
our hypothesis regarding the “cascade decision mechanism”: dynamically routing low-confidence proposals to a
secondary, feature-rich FPN architecture successfully retrieves a substantial portion of targets that the lightweight
YOLOVS backbone inherently drops due to feature erasure. However, despite this improvement, the standard
Focal Loss still struggled with extreme edge cases, such as the severe nighttime glare depicted in our dataset,
where the gradient response for ambiguous targets remained insufficient.

The most profound performance leap occurred when we replaced the standard Focal Loss in the second
stage with our proposed DPFL (yielding the complete CG-CDS architecture). By integrating DPFL, the 4P,
further escalated to 87.1% (an additional 12.9% improvement over the vanilla cascade), and the AR, reached an
unprecedented 94.0%. This dramatic enhancement, specifically in the recall of critical large machinery (4R,),
robustly corroborates the mathematical derivations presented in Section 3.5. By activating the independent
decoupled polynomial term &(1—p,)’, the DPFL successfully executed “gradient reshaping.” It forcefully
amplified the learning signals for boundary-case hard examples (where p, € [0.3, 0.6]) without perturbing the
suppression of easy background elements. The ablation results conclusively prove that the cascade architecture
provides the necessary structural capacity for hard-example mining, while the DPFL provides the precise
mathematical optimization engine to fully exploit that capacity.

4.6 Hyperparameter Sensitivity Analysis

The flexibility of the proposed DPFL relies heavily on two newly introduced parameters: the modulation
coefficient (¢) and the polynomial power (). To understand their influence on the network’s optimization
landscape, we conducted a grid search sensitivity analysis.
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The parameter ¢ acts as a linear scalar for the gradient amplification within the critical hard-sample interval.
We varied ¢ from 0.1 to 1.0 while keeping f constant at 4. When ¢ = 0.1, the gradient gain was negligible,
resulting in an APs, of 75.8%, which is only marginally better than the vanilla Focal Loss. As increased &
to 0.5, the model achieved its peak performance (4P, = 87.1%). At this optimal point, the loss landscape
perfectly balanced the aggressive mining of occluded targets with the stable convergence of the global network.
However, when ¢ was aggressively increased to 1.0, we observed a performance degradation (4Ps, dropped to
81.4%). Excessive gradient amplification caused the network to over-fit on extremely noisy annotations (e.g.,
indistinguishable background artifacts sharing vehicle textures), leading to an increase in false positives and
destabilizing the training process. Thus, ¢ = 0.5 serves as the empirical sweet spot for construction scenarios.

The parameter f determines the “activation interval” or the precise probability range where the gradient
reshaping takes effect. We evaluated f € {2, 3, 4, 5, 6}. Lower values of f(f = 2) broadened the sensitivity
curve, causing the DPFL to prematurely amplify gradients for semi-easy samples (p, > 0.6), which inadvertently
resurrected background noise and lowered precision. Conversely, excessively high values (f = 6) narrowed the
sensitivity peak too sharply towards p, = 0.1, turning the loss function into a pseudo-hard-negative mining tool
that ignored the critical intermediate ambiguity zone. The optimal performance was consistently observed at S
= 4, which geometrically aligns the gradient peak exactly with the p, € [0.3, 0.6] interval—the exact probability
zone where YOLOVS typically outputs low-confidence scores for weak targets.

5 Conclusion

Addressing the dual challenges of “efficient routine monitoring” and “precise perception of weak targets” in
transportation infrastructure construction, this paper proposes a construction vehicle detection method based on a
multi-model cascaded architecture.

To resolve the inherent trade-off between speed and accuracy in single-stage models, this study innovatively
designs a “coarse-to-fine” serial decision-making mechanism. The system first utilizes YOLOvS8 for rapid
screening of road construction vehicles, effectively filtering out vast amounts of simple background data to
ensure re-al-time response capabilities. Subsequently, for regions identified with low confidence during the
initial screening, an improved DPFL-RetinaNet is introduced for secondary refined detection. In this stage, the
proposed Decoupled Polynomial Focal Loss re-shapes the gradient distribution of the loss function by explicitly
introducing a decoupled polynomial term, significantly enhancing the model’s ability to mine “critical hard
samples,” such as those in low-light nighttime conditions or under severe occlusion.

Experimental results on the self-constructed TCVD demonstrate that the cascaded system significantly
improves detection performance for weak targets while maintaining high inference efficiency. Compared to
standalone models, this approach effectively reduces the rate of missed detections under complex working
conditions. This research not only provides a reliable technical solution for all-weather automated supervision of
smart construction sites but also offers precise data support for emergency resource localization in potential crisis
scenarios. Future work will focus on introducing lightweight edge computing acceleration technologies to further
reduce the deployment costs of the cascaded system on edge devices [20].
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